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ince human perception is intrinsically 
imprecise and subjective, and in some cases only incomplete 
information is available when making a decision, many 
decisions need to be made based on imprecise or incomplete 
initial information. In addition, when exploring possible 
solutions, decision-makers are generally more interested in 
some sets of the most promising solutions rather than the 
best single solution. Hence, it is desirable to seek for a 
solution to contain set-based information. A set-based 
solution is more natural, efficient and robust than a crisp 
solution owing to its multiple choices, especially when 
imprecise data are involved. 

The fuzzy set approach that was introduced by Zadeh 
[29] is particularly suitable for handling imprecise 
information by providing a set of solutions with different 
degrees of preference. We therefore choose this approach to 
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address the imprecise and set-based optimisation problem. 
A fuzzy set of solutions is not an arbitrary group of elements 
because different members in a fuzzy set have similarities to 
some extent and the differences between members are 
measurable. Since fuzzy sets may be viewed as the 
generalization of intervals and crisp values [23], fuzzy-set-
based optimisation is a generalization of interval-based 
optimisation and conventional crisp-value-based 
optimisation. 

Many papers have discussed fuzzy optimisation 
problems using fuzzy coefficients, fuzzy constraints, or 
fuzzy objective functions. However, almost all existing 
fuzzy optimisation methods use crisp solutions [ 10, 20, 22, 
25]. Only a few attempts consider fuzzy solutions [2, 5, 6, 
28]. Buckley et al. [5] employed a fully fuzzified genetic 
algorithm to perform operational research. This approach 
uses the arbitrary-shaped fuzzy sets to get approximate 
solutions to a fuzzy optimisation problem. This approach is 
simple, but the shape of the resultant fuzzy set is not 
reasonable because it is not convex. Buckley et al. [6] 
implemented an evolutionary algorithm to solve linear 
programming problems where only the triangular-shaped 
fuzzy sets are used and good approximate solutions are 
produced. In both approaches, the traditional fuzzy 
arithmetic based on the extension principle is used to 
propagate fuzzy information. This approach utilises natural 
set-based information and is suitable for general fuzzy 
optimisation problems. However, it is computationally 
expensive and hence is impractical in optimisation problems 
of large dimensions. Antonsson [2] performed a calculus-
based optimisation, in particular, a one-at-a-time search 
which explores all directions one by one [1], while using 
preference specifications as fuzzy constraints and the Level 
Interval Algorithm for fuzzy information mapping. This 
approach relies on gradient information and is suitable only 
for uni-modal problems that have only one 
minimum/maximum within a certain range. Scott [27] 
followed Antonsson's direction but used pattern search [1] 
to replace the one-at-a-time search in order to avoid the 
calculation of gradient information. Sebastian and Schleiffer 
[28] used a crisp genetic algorithm to search the most 
promising solutions and a fuzzy clustering algorithm to 
group the nearby crisp solutions into fuzzy solutions. This 
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2 

approach can solve multi-modal problems but it has the 
difficulties in defining an appropriate number of groups. 

Random search methods, such as genetic algorithms [7, 
13], can solve both uni-modal and multi-modal functions 
since the setting of search points is based on genetic and 
evolutionary principles, rather than on the uni-modal 
hypothesis. Hence, we choose to use Genetic Algorithms 
(GAs) to perform the optimisation task. 

The combination of GAs and Fuzzy Systems has been 
explored for many years [11], but most cases deal with 
simply coupled systems. They either use GAs to design 
fuzzy systems, such as optimising membership functions or 
extracting fuzzy inference rules, or use a fuzzy system to 
tune GAs parameters such as population size, crossover rate 
and mutation rate. Systems that integrate these two concepts 
are rare [14]. The fuzzy genetic algorithms with fuzzy 
solutions are integrated systems because the representation, 
crossover, mutation and selection are all based on the 
concept of fuzzy sets. We call these algorithms Fuzzy 
Genetic Algorithms (FGAs) because each individual 
(chromosome) is composed of a set of membership functions 
whose values are between 0 and 1. They are essentially 
fuzzy-set-coded genetic algorithms. The plural form of the 
name is used here because some components of FGAs have 
multiple choices and each option corresponds to a single 
fuzzy genetic algorithm. 

This paper aims to investigate techniques for 
implementing fuzzy genetic algorithms to perform fuzzy 
optimisation with or without fuzzy constraints. In particular, 
we concentrate on the fuzzy representation, fuzzy genetic 
operations, fuzzy evaluations and orderings of fuzzy objects 
that are described by fuzzy variables. Section 2 discusses 
the features of all components of FGAs. Section 3 then 
provides several possible application cases where the FGAs 
are applied to perform fuzzy optimisation. Section 4 
provides implementation details of the FGAs. Finally, the 
conclusions and future work are discussed in section 5. 

2 Fuzzy Genetic Algorithms 

To use conventional GAs to solve an optimisation 
problem, we need to consider six fundamental issues: 
chromosome representation, genetic operators (crossover and 
mutation), selection strategy, initialisation scheme, 
termination criteria and the evaluation function [16]. In the 
FGAs, we also need to consider the validation of the 
generated fuzzy sets, the evaluation of fuzzy functions and 
the ordering of fuzzy sets. These issues are discussed in the 
following subsections. 

2.1 Representation strategies of fuzzy sets 

We assume that all variables in a fuzzy optimisation 
problem have fuzzy set values whose membership degrees 
are real numbers between 0 and I. The a-cut of a fuzzy set 
is the subset in which the membership grades of all elements 
are equal to or greater than the value a. If the membership 
grades of all elements in the subset is greater than the value 
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a, it is called a strong a-cut. In fuzzy set theory, a family of 
a-cuts or strong a-cuts can uniquely define a fuzzy set [19]. 

A fuzzy set is represented by a membership function 
that may be continuous or discrete, in which each element 
has a value and a corresponding membership grade. There 
are basically two ways to represent a membership function: 
the discrete representation which is the union of all 
singletons in a fuzzy set and the continuous functional form 
in calculus [3]. For example, a fuzzy set A (Figure 1(a)) can 
be represented by A= ={0.0/0.0, 1.0/1.0, 

0.0/2.0}. The same triangular-shaped membership function 
can also be represented in a continuous calculus form, 
A={(x,,uA(x))},xE X, 

0 
X 

(x) = 
2-x 
0 

x<O 

where X is the universe of discourse, X is the value of an 

element, and (x) is the membership degree to which 
X belongs to the fuzzy set A . Since the functional 
representation cannot represent an arbitrary-shaped 
membership function that will be used in the fuzzy genetic 
algorithm, we employ the discrete representation of fuzzy 
sets. The discrete representation approaches of real number 
fuzzy subsets can be further classified into the following 
three classes: piecewise linear distribution, equal interval 
distribution and family of a-cuts. 

The piecewise linear representation uses a few corner 
points to represent piecewise linear membership functions 
such as triangles or trapezoids. The membership values for 
points that are not vertices can be obtained by interpolation. 
In this representation, a fuzzy set is represented by pair-wise 
coordinates representing the locations and membership 
grades of points of the fuzzy set within a certain universe of 
discourse. For example, the triangular-shaped fuzzy set A 
can be represented as A= {0.0/0.0, 1.0/1.0, 0.0/2.0} (Figure 
1 (a)). This approach can exactly represent a piecewise 
linear-shaped fuzzy set using a few data points, but both of 
the locations and membership degrees of all corner points 
must be explicitly represented. Hence, it is not suitable for 
representing an arbitrary-shaped fuzzy set, where a large 
number of data points are needed. In the fuzzy genetic 
algorithm, this representation is used for specifying fuzzy 
sets in defining the initial population or fuzzy constraints 
because this is the simplest way to input rough data. 

The equal interval distribution approach represents a 
continuous fuzzy set using equally distributed discrete points 
(Figure 1 (b)). For example, if the domain of a variable is [0, 
10] and the number of interval is 5, then each interval is 2, 
this fuzzy set can then be represented by the piecewise-linear 
representation B = {0.0/0, 0.4/2, 0.3/4, 1.0/6, 0.5/8, 0.0/10}. 
When the universe of discourse and the number of intervals 
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of a fuzzy set are fixed during the optimisation process, the 
location of each point is fixed. Hence, the location 
information need not be represented and a fuzzy set can be 
represented by a vector of membership grades. Therefore, 
the previous fuzzy set is represented in equal interval 
representation as B = {0.0, 0.4, 0.3, 1.0, 0.5, 0.0}. The equal 
interval representation is suitable for representing an 
arbitrary-shaped fuzzy set because only the membership 
grades are represented. So, the equal interval representation 
is used for randomly generating new fuzzy sets and encoding 
fuzzy sets into genetic algorithms. 

We call the horizontal line, whose distance to the 
horizontal axis is a, an a-level line and the intersection points 
of an a-level line with a fuzzy set a-cut end points (Figure 1 
(c)). The family of a-cuts (a 0) or family of strong a-cuts 
(a> 0) represents fuzzy sets using a-cut endpoints. When 
the a-cut values are predefmed and fixed, they need not be 
represented explicitly in a fuzzy set. Hence, a fuzzy set is 
represented by a set of pairs of a-cut end points. For 
example, a fuzzy set C (Figure 1 (c)) has a closed support, 
i.e. the membership degrees for all elements that are out of 
the range of the support are zero. If the fuzzy set C is 
represented by five a-levels, a ={0.001, 0.2, 0.4, 0.6, 0.8, 
1.0}, then the fuzzy set C can be represented by the two 
endpoints (boundary points) at all a levels. In the cases that 
the two endpoints converge to one point such as the point 
with the highest membership degree in fuzzy set C, the value 
of this single point is repeated to provide a uniform 
representation of arbitrary-shaped fuzzy sets. Fuzzy set C is 
then represented by five pairs of endpoints representing five 
a-levels, B = {(1.1, 3.8); (1.2, 3.5); (1.4, 3.0); (1.8, 2.6); (2.1, 
2.1)}. The major advantage of a-cuts or strong a-cuts is that 
they bridge between fuzzy sets and crisp sets. Some 
properties of crisp sets can be extended to fuzzy sets using a-
cuts (or strong a-cuts). The strong a-cuts of fuzzy sets can 
define the support of a fuzzy set which is very important in 
fuzzy arithmetic, but the a-cuts have no such property. The 
strong a-cuts are therefore used for propagating fuzzy 
information in arithmetic calculation based on interval 
arithmetic ( 18]. The strong a-cuts are also used for 
smoothening an arbitrary-shaped fuzzy set to make it a-
convex, so that the result of any strong a-cuts of the fuzzy 
set are connected sets. This smoothening process for fuzzy 
set validation will be discussed in a later section. This 
family of a-cuts representation scheme is suitable for 
representing fuzzy sets with closed-interval supports. Since 
a fuzzy optimisation problem deals with fuzzy subsets in the 
universe of discourse (i.e. the value ranges of variables) of 
real numbers whose support must fall in a certain range, this 
assumption is reasonable. 

These three discrete representations have a common 
characteristic in that they represent fuzzy sets using discrete 
points. The only difference between them lies in the 
arbitrary or regular relationship between these discrete 
points. Hence, they can be transformed from one form to 
another. We can therefore employ these three representation 
approaches in one genetic algorithm to suit different 
purposes. 
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Figure 1. Fuzzy set representation. 

2.2 Encoding of individuals in FGAs 

3 

Since fuzzy genetic algorithms aim to deal with fuzzy 
optimisation problems with fuzzy solutions in the universe of 
discourse of real numbers, each fuzzy set is encoded using 
an equal interval representation. Each gene is a fuzzy set 
represented by a vector of membership grades that are real 
numbers between 0 and I. Each individual (chromosome) is 
a concatenated string of fuzzy sets which are the fuzzy 
values of a set of variables. For example, we consider an 
optimisation problem which has two parameters with fuzzy 
values to be optimised. If the two fuzzy values are two 
fuzzy sets A and B and each of them is represented by an 
equal interval possibility distribution that has five elements, 
A= {0.1, 0.4, 1.0, 0.3, 0.0} and B = {0.2, 0.9, 1.0, 0.6, 0.0}, 
then the chromosome composed of these two fuzzy sets is 
represented by I= {0.1, 0.4, 1.0, 0.3, 0.0, 0.2, 0.9, 1.0, 0.6, 
0.0}. The number of partition points of each fuzzy set can 
be the same or different depending on the precision 
requirements and the universe of discourse of each fuzzy set. 
We use ten partition points for each fuzzy set for efficiency, 
but without loss of generality. 
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We choose to use a string of real numbers for encoding 
objects in genetic algorithms because they are natural and 
concise for continuous real values. However, the crossover 
and mutation operation will be modified to suit the features 
of fuzzy set representation. Relevant issues will be 
discussed later. 

2.3 Initialisation scheme 

As GAs use random searching, except for the definition 
of the problem, they do not need much knowledge from 
humans. However, the incorporation of human knowledge 
or of existing rough optimum results from other optimisation 
approaches, can definitely improve and speed up the 
evolution process in GAs. Thus, existing knowledge is often 
applied to the initialisation step to add more deterministic 
knowledge into this random optimisation process. 

Initialisation approaches can be classified into three 
categories: random initialisation, deterministic initialisation 
and a combination of random and deterministic initialisation. 
In random initialisation, all individuals are sampled 
randomly within the valid domain. This is the most popular 
initialisation approach which utilizes the power of automatic 
search to the extreme extent. However, the searching 
process may be slow, especially when the search space is 
very large. The deterministic (or heuristic) initialisation 
approach assigns all individuals to preferred solutions, and 
usually all good schemata have at least one representative in 
the initial population. This approach can incorporate expert 
knowledge or good results from other optimisation methods 
into the random searching process of GAs. It can speed up 
the searching process, but easily leads to premature 
convergence. In the combined initialisation, also called 
random sampling with dopes [12], one part of the individuals 
are generated according to existing preferences while the 
other part of individuals are generated randomly. It therefore 
combines and moderates the features of the other two 
initialisation approaches. 

We combine these three initialisation schemes into one 
unified representation. The initial population consists of two 
parts: a deterministic subpopulation and a random 
subpopulation, while the population size remains constant. 
The size of the random subpopulation is the difference 
between the population size and the size of the deterministic 
subpopulation. It is a random initialisation when the size of 
deterministic subpopulation is zero, whereas, when the size 
of deterministic subpopulation is equal to the population 
size, it becomes a deterministic initialisation. In all other 
cases, it is a combined initialisation. 

2.4 Crossover and mutation strategies 

The crossover and mutation represent the change in both 
the location and shape of the membership functions of fuzzy 
sets in certain domains. Since fuzzy sets are encoded into a 
string of real numbers between 0 and 1, the FGAs share both 
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the features of the Binary-Coded Genetic Algorithms 
(BCGAs) and the Real-Coded Genetic Algorithms (RCGAs). 

In the BCGAs, the values of basic units are 0 or 1 
(digits) which are not related to the domains of the real value 
they represent, so the crossover can be an arbitrary shuffling 
of all digits in one chromosome. However, in the RCGAs, 
every basic unit is a real number which is associated with a 
specific domain, hence we cannot shuffle a chromosome 
arbitrarily without consideration of the physical meanings of 
each value. The crossover in the RCGAs can only exchange 
the values in the same position in the two parents. Two 
popular crossover approaches for the RCGAs are discrete 
crossover that exchanges the two values at the same position 
of the two parents and intermediate crossover that interpolate 
between the two values in the same position of the two 
parents. In the FGAs, the value of each element in a 
chromosome is a real number, but it can only vary between 0 
and 1 because it represents a membership degree to which an 
element belongs to a fuzzy set. On the other hand, each 
separate element has no specific meaning in terms of a fuzzy 
set. An element has meaning only when it is associated with 
a group of other elements that belongs to the same fuzzy set 
for the same variable. Hence, in the FGAs, in addition to the 
real value-based crossover, we can also perform crossover in 
the same way as that used in the BCGAs, such as single 
point or multiple points crossover. Therefore, we provide 
both arithmetic crossover and multiple-points crossover for 
the FGAs. 

The mutation operation changes an individual by 
introducing new values to some genes. In the BCGAs, 
mutation simply flips some bits from 0 to 1 or 1 to 0 in a 
chromosome. In the RCGAs, mutation changes a value to 
another valid value randomly (random mutation) or changes 
the original value through adding or subtracting a certain 
amount gradually (non-uniform mutation). Other 
researchers' work shows that the former approach is simple 
and quick but the latter approach behaves better in terms of 
searching result [15]. We implement the random mutation to 
perform simple and quick search. We also implement a 
mutation method similar to the flip operation in the BCGAs. 
If the current value for a digit is the new value is .. 
When is 0 or 1, this mutation degenerates to flip operation. 
More information on different mutation approaches can be 
found in [15, 21]. 

All crossover and mutation approaches mentioned above 
generate fuzzy sets with arbitrary-shaped membership 
functions which are not meaningful in common sense. 
Hence, we need an approach to make the newly generated 
fuzzy sets meaningful. The process of validation checking 
which will be discussed in the next section performs this 
task. 

2.5 Validation checking of generated fuzzy sets 

Since the shape of a membership function characterises 
the uncertainty of the corresponding fuzzy variable, it should 
not be arbitrary and must not be defined in detail [3]. In the 
fuzzy genetic algorithm, we assume that a fuzzy set is valid 
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if it is normal, monotonic, and a-convex. For example, the 
fuzzy set shown in Figure 2 is a valid fuzzy set while the 
fuzzy set in 

Figure 3 is invalid. By a normal fuzzy set, we mean its 
highest membership grade is 1 and lowest membership grade 
is 0. If the fuzzy set is not normal, it may cause problems in 
the calculation of a-cuts. Fuzzy sets can be used to group 
data that share some similarities. When we define a fuzzy 
set, we wish at least one element in the universe of discourse 
totally belongs to this set while some elements do not belong 
to it. Hence, this assumption is practical. By monotonic, we 
mean for each element, only one membership grade exists, 
otherwise it is not meaningful. By a-convex, we mean each 
of the a-cuts of a fuzzy set is connected (every a-level line 
has at most two endpoints). 

If the arbitrarily generated fuzzy set is not normal, we 
need first to normalize it by making the lowest membership 
value to be zero and scale all elements to make the highest 
membership value to be 1. If it is not monotonic, we select 
the highest membership grade for each element to make the 
fuzzy set monotonic. If the fuzzy set is not a-cut convex, 
such as the set shown in Figure 3 we consider only the 
minimum and maximum a-cut end points for each a level. 
We call this treatment the "a-level smoothening" of the 
fuzzy set and the whole procedure of processing fuzzy sets 
"validation checking". 

(x) 

X 

Figure 2 Fuzzy set with normal and a-convex shape. 

(x) _Arbitrary fuzzy set 
_ Validated fuzzy set 

a-cut line 

X 

Figure 3. Fuzzy set with arbitrary shape and its 
validation. 

2.6 Evaluation of individuals 

In genetic algorithms, the evaluation of individuals is 
usually performed by the evaluation of a fitness function 
which measures how good each individual is. Human 
evaluation is necessary when the fitness function is very hard 
to define and relies on interactive techniques [26]. We use 
the fitness function as the main evaluation approach, but we 
also allow users to evaluate the individuals and control the 
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evolution process through a Graphical User Interface. Best 
solutions in each generation and statistical data during 
evolution such as best and average fitness values are 
displayed on the screen, so users can examine their feel to 
the data. A user can stop the searching process and the 
current results are saved in a log file. 

We now discuss the approaches for evaluating fuzzy 
fitness functions, because it plays the main role in individual 
evaluation in the fuzzy genetic algorithms. In a constrained 
multiple objectives optirnisation problem, the evaluation of 
an individual consists of three parts: the evaluation of a set 
of objectives, the evaluation of a set of constraints and the 
aggregation of these evaluation results to form an overall 
fitness value. 

We first discuss the evaluation of a fuzzy function 
which has fuzzy variable values. The evaluation of a crisp 
function has been well developed but the evaluation of a 
fuzzy function still requires further research. There are two 
basic approaches for doing fuzzy arithmetic. One is based 
on the interval arithmetic principle through the a-cut 
approach, while the other is based on the extension principle 
in fuzzy logic through convolution [18]. We choose theLIA 
[2] which uses the simple a-cut approach to calculate fuzzy 
function values because it is simpler and quicker than the 
conventional approach which is based on the extension 
principle [18]. In the LIA, multiple dimensional fuzzy 
information mapping is based on the idea that the function 
surface is determined by the endpoints of a-cut in each 
dimension at each a-level, where the fmal function value is 
obtained by searching the super cube composed of all a-cut 
endpoints. When the surface function has local extrema 
between the a-cut endpoints of one or more directions, the 
local extrema must be found first through a crisp 
optimisation method. The final range values for the fuzzy 
function at an a-level are the minimum/maximum of the 
local extrema and the a-cut endpoints. Since the LIA uses a 
predefmed number of a-cuts to compute the fuzzy function 
value, it is suitable only for normal, monotonic, and a-
convex membership functions. The LIA is suitable only for 
normal, monotonic and a-convex membership functions. In 
GAs however, after the genetic operations (crossover and 
mutation), the newly generated membership functions have 
arbitrary shapes, so we need to perform validation checking 
(which was discussed previously) to ensure the generated 
fuzzy sets are valid. More details on the LIA can be found 
in [2]. 

We now discuss the evaluation measure for fuzzy 
constraints. Assume a variable has a real datum and a 
constraint exerted upon it. When the datum is a crisp value 
and the constraint is a crisp or an interval value, the answer 
for whether the datum satisfies the constraint is yes (1) or no 
(0). When the datum is a crisp value while the constraint is a 
fuzzy value, the result for judging whether the datum 
satisfies the constraint is a degree value which varies 
between 0 and l. When both the datum and the constraint 
are fuzzy values, the degree to which the datum satisfies the 
constraint varies for different elements in the datum set. In 
order to obtain a definite solution of whether the datum 
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individuals with a probability proportional to its fitness value 
in order to perform cross over and mutation. The commonly 
used Elitism reproduction scheme which copies the best 
members of a generation to the next generation is used to 
produce the new population. 

2.8 Stopping criteria 

The evolution process will stop when a predefined 
maximum number of generations is reached or the average 
fitness value is not improved any more. The average fitness 
can be calculated by the Level Interval Algorithm if the 
fuzzy set value of fuzzy objective functions are considered. 
However, in this case the difference of the average fitness 
values between two generations is also a fuzzy distribution. 
A special measure to calculate the difference of two fuzzy 
sets needs to be defined. This approach keeps the fuzzy 
information as long as possible but it is time consuming. The 
average fitness can also be calculated according to the crisp 
fitness values which are the defuzzified result of each fuzzy 
fitness value. We implement the latter method for simplicity 
and for consistency with the selection and reproduction 
process. 

2.9 Pseudo code 

We call the genetic algorithms composed of the above 
discussed components and operations Fuzzy Genetic 
Algorithms because each individual (chromosome) is 
composed of a set of membership functions and all 
operations are adapted to this representation. They are 
essentially real-coded genetic algorithms. The differences 
between fuzzy genetic algorithms and conventional genetic 
algorithms are: (i) the validation (adjustment) of the newly 
generated membership functions; (ii) the evaluation of the 
objective function using LIA rather than a crisp function 
calculation; and (iii) the ordering of fuzzy sets based on a 
predefined criterion. 

The general procedure of fuzzy genetic algorithms is 
outlined in the following pseudo-code. Assume that t 

denotes a generation (iteration) counter and IP(t) E I is a 
population of individuals with I as the searching space. 
P(t) E is a population of individuals selected from 
IP(t). The value of can be equal to or less than i.e., the 
size of the selected population can be smaller. After this 
selection, the population size remains constant during the 
evolution process. C'(t) , C"(t) , and C"'(t) indicate the 
intermediate populations. The evolution process is a loop of 
generation, evaluation and selection which is iterated until 
some termination criteria are satisfied Figure 6. 
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// Procedure of Fuzzy Genetic Algorithms. 
/ /  start counting the number of generations 
t = 0; 

/ /  generate a population of individuals composed of 
/ /  strings of real values between 0 and 1. 
Initialise(IP(t) E I ; 

/ /  calculate the fitness value using fuzzy 
/ /  propagation and defuzzify the fuzzy objective 
/ /  values for ranking. 
evaluate(IP(t)) ; 
/ /  reproduction of the next generation 
/ /  according to a scale measure. 
P(t) =selection( IP(t)), P(t) E I ; 

calculate the average fitness value. 
averageFitness(P(t)); 

start the evolution loop. 
while not terminate (P(t)) do 

end 

arithmetic or simple crossover.: 
= crossOver(P(t)); 

arbitrary shuffling or Non-uniform or 
real number creep mutation. 

C"(t) = mutation(C'(t)); 
/ /  validation checking to ensure the 
/ /  generated set normal, monotonic, 
/ /  and alpha-convex. 
C"'(t) = validation(C"(t)); 
11 fuzzy evaluation through Level Interval 

/ /  Algorithm and defuzzification of fuzzy 
/ /  objective values for ranking. 
evaluate(C"'(t)); 

/ /  reproduction of the next generation 
/ /  according to a scale measure. 
P(t + 1) = selection(C'"(t), P(t)); 
/ /  P(t+l) has individuals. 

/ /  calculate the average fitness using fuzzy 
/ /  arithmetic for checking the termination 
11 condition. 
averageFitness(P(t + 1)); 
t = t+1; 

/ /  return the best solutions which have fuzzy set 
/ /  values. 
return best(P(t)) ; 

Figure 6. Procedure of Fuzzy Genetic Algorithms. 
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satisfies the constraint, a special measure needs to be 
defined. As the fuzzy set value of a variable can be 
interpreted as the values it may take with different 
possibilities, we use the general possibility degree and 
necessity degree in possibility theory to measure the degree 
to which a datum satisfies a constraint [4, 23, 24]. The 
possibility degree is the degree to which a datum possibly 
satisfies a constraint and the necessity degree is the degree to 
which a datum necessarily satisfies a constraint. Since 
something that necessarily happens must be possible, the 
necessity degree is always less than or equal to the 
possibility degree. The necessity degree is therefore chosen 
to measure the extent to which a datum satisfies a constraint. 
When the necessity degree is 1, we can ensure that all 
elements in the datum set are within the fuzzy set of the 
constraint with satisfaction degree l. The necessity degree 
of the constraint set C and the datum set V is shown in 
Figure 4 where the membership functions of both fuzzy sets 
take trapezoidal shapes. The equation for calculating the 
necessity degree can be found in [4, 23]. 

(a) The fuzzy constraint 
C and fuzzy value V. 

(b) The necessity degree of 
V satisfies C is 0.4. 

Figure 4. Fuzzy constraint and satisfaction degree. 

A constrained optimisation problem can usually be 
converted into unconstrained problems using penalty 
functions. If the necessity degree to which a value satisfies a 
constraint is then the penalty for the value violating the 
constraint is If there are multiple constraints exerted on 
the same variable, the maximum of all separate penalties can 
be used as the overall penalty for the corresponding variable. 
Multiple penalties for different variables can be aggregated 
together and integrated into the fitness function by the simple 
additive weighting approach [10]. 

2.7 Fuzzy ranking, selection and reproduction of 
individuals 

The fuzzy optirnisation problem aims to find a fuzzy 
value to maximize or minimize the value of a fuzzy function. 
Since the fuzzy function value is a fuzzy set, we cannot 
optimise it directly because fuzzy sets have only partial 
order. The minimum, maximum, and the distance between 
two fuzzy sets are also fuzzy sets [18, 19]. This is a major 
difference between fuzzy data that are partially ordered and 
crisp data that are totally ordered. Hence, to get a total 
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ordering of fuzzy sets, a crisp measure must be defined and 
then the optimisation of a fuzzy set value is transformed to 
the optirnisation of crisp measure [5]. The crisp measure for 
ordering fuzzy sets can be defined in many different ways 
[10]. It is usually a scalar representative of the fuzzy set to 
be measured. For example, the commonly-used scalar 
representatives of a fuzzy set include its centroid (centroid), 
the minimum value of all values with maximum membership 
degree (min of max), the maximum value of all values with 
maximum membership degree (max of max) and the mean 
value of all values with maximum membership degree (mean 
of max) (Figure 5). These scalar measures differ on their 
locations within a fuzzy set. The selection of a crisp 
measure to defuzzify or to order fuzzy sets is usually based 
on the requirements of the applications. 

A 

Mean of max Max of max 
' ' ' 

' \ 
\ 

'E 

, 

X 

D 

Figure 5. Popular measures for ordering fuzzy sets. 

Since the centroid of gravity of a fuzzy set proposed by 
Yager [10] is the most simple and popular measure to 
defuzzify a fuzzy set, we use this measure to perform a quick 
test of the fuzzy genetic algorithms. As the centroid of 
gravity uses only one point of a fuzzy set to measure the 
whole set, it sometimes gives irrational results. To make the 
comparison of two fuzzy sets more accurate, we combine 
both the spread of a fuzzy set and its centroid to define the 
measure for ordering two fuzzy sets using the simple 
additive weighting approach [10]. The spread of a fuzzy set 
is the distance between the two a-level endpoints when a= 0 
and describes the specificity (or fuzziness) of a fuzzy set. 
The underlying assumption of this ordering approach is that 
the fuzzy set with a higher centroid value and reasonable 
specificity is better. The equations for calculating the 
centroid of a fuzzy set can be found in [3]. Since this 
approach considers both the location of a fuzzy set and its 
spread, it is more logical than the single point measure such 
as the centroid method. 

Once the fuzzy ranking approach is defined, the 
selection of individuals from current population and the 
reproduction of new population is the same as that in a 
conventional genetic algorithm. For simplicity, we choose 
the proportional selection scheme which chooses parent 
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2.10 Summary 

In summary, a fuzzy problem is represented by a set of 
parameters that have fuzzy set values denoted by equal 
interval possibility distributions. All these fuzzy sets are 
concatenated together to form an individual in the fuzzy real-
coded genetic algorithms. The searching process starts from 
some predefined individuals or randomly generated initial 
population or the combination of both. The FGAs exploit 
the whole valid domain through guided searching by 
crossover and mutation operations. The shapes of 
membership functions are arbitrarily generated but validated 
by a checking process to comply with the general meaning of 
a fuzzy set. Since the variables in the objective function 
have fuzzy set values, the individuals are evaluated through a 
fuzzy information propagation algorithm called the Level 
Interval Algorithm. The ordering of individuals is based on 
a predefined scale that measures the largeness of a f u z  set. 
The selection of parents for mating and the reproduction of 
the next generation are also based on the selected ranking 
approach. 

3 Implementation 
Existing research shows that the real-coded genetic 

algorithms are more natural, concise and precise than binary-
coded genetic algorithms in the domain of continuous real 
values [15]. Since each fuzzy set is represented as a vector 
of real values indicating its membership grades, we 
implement the fuzzy genetic algorithms within the 
environment of real-coded genetic algorithms. The encoding 
and decoding approach is modified to cater for the 
representation of fuzzy sets. The crossover operator and the 
mutation operator are implemented based on the property of 
fuzzy set values which are always between 0 and 1. In 
particular, the crossover and mutation operators for both 
binary and real-coded genetic algorithms are integrated 
together. A fuzzy information propagation module based on 
the Level Interval Algorithm is constructed. A crisp measure 
for ordering fuzzy sets is designed and embedded in the 
evaluation process. The implementation is performed within 
MATLAB because of its powerful numerical computation 
ability and advanced graphics functions. Some source codes 
of several free software packages, including GAOT (the 
Genetic Algorithm Optimisation Toolbox) developed by 
Houck et al {16, 17] and ICPT (the Imprecise Constraints 
Propagation Tool) developed by Chen [8, 9], are used and 
modified to suit the special purpose of fuzzy-set-based 
optimisation. A Graphical User Interface is developed to 
interact with users and draw the membership functions of 
fuzzy sets. 

The next section provides several applications of the 
fuzzy genetic algorithms to perform fuzzy optimisation. 
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4 Case Studies 
The advantage of the fuzzy genetic algorithms presented 

is that they provide fuzzy solutions with variable degrees, 
hence they are suitable for solving fuzzy optimisation 
problems with fuzzy variables, with or without fuzzy 
constraints. We first use a simple mathematical example to 
show how it works. Assume the optimisation problem is to 
maximize Y, and Y = X * (1-X ), where X is a fuzzy variable 
within the range [0, 1], Y is a fuzzy function value. Since the 
value for X is a fuzzy set, the value for Y is also a fuzzy set, 
so we cannot maximize Y directly. We use the centroid of Y 

tto measure its largeness. The ideal crisp solution for this 
problem is x = 0.5 and y = 0.25, so the fuzzy solution should 
be near this value. Figure 7 (a) and (b) show the evolution 
process when the population size is 100, the number of 
individuals performing crossover and mutation is 30 and the 
crossover rate and mutation rate are 0.9 and 0.1. The best 
fitness value is near 1.22 which is the sum of defuzzified 
function value 0.22 and the compensation of the spread of a 
fuzzy set (I for fuzzy sets with reasonable spreads and 0 for 
others). In the fuzzy solution, elements near the location 0.5 
have higher membership degrees. 

We use the objective function max ( SurfaceArea ) to 
search a solid shape with maximum 2 units in X, Y, Z 
direction and centred in the origin of the coordination 
system. A solid shape is represented by several parameters 
but we change only two shape parameters while the others 
are fixed. When these two shape parameters change from 0 
to 3, the solid shapes created can be a cube, sphere, cylinder, 
double pyramid and any shapes in between. Intuitively, 
within a 2 units box the surface area of a cube is largest, 
which is about 24 and the surface area of a sphere is 
smallest, which is about 18. The fuzzy solutions found by the 
fuzzy genetic algorithm is shown in Figure 7 (c) where the 
approximate values for the two parameters are near 0 which 
means a shape similar to a cube is obtained. 

5 Conclusions and Future Work 
Fuzzy genetic algorithms with fuzzy solutions are essentially 
fuzzy-set-coded genetic algorithms. In contrast to 
conventional GAs that use crisp solutions, FGAs produce 
fuzzy solutions to a fuzzy optimisation problem through 
range-by-range searching. FGAs can be implemented within 
the scheme of a real-coded genetic algorithm. The crossover 
and mutation in the FGAs share both the features of that in 
the binary-coded GAs and real-coded GAs. The experiment 
results show that FGAs can produce good approximate 
solutions. However, we also notice that a crisp or an interval 
solution may be obtained depending on the definition of the 
fitness function and the ordering measure of fuzzy sets. The 
incorporation of the spread of fuzzy sets into the fitness 
function is important for maintaining reasonable fuzziness. 
The validation checking process of fuzzy sets that are 
generated randomly in FGAs is necessary and improves the 
searching process but it is computationally expensive. When 
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the searching dimension is fixed, the evaluation time and 
precision of the LIA are dependent only on the quantisation 
of the interval [0, 1], which is the valid range for all 
membership functions. Therefore, the LIA is quicker than 
the conventional approach where the quantisation of all 
variable ranges must be considered. The LIA for fuzzy 
information propagation is feasible but is suitable only for 
low dimension searching problems. When the searching 
dimension is very high, the LIA is too time-consuming to be 
practical. 

Future work includes investigating effective methods for 
generating valid fuzzy sets within the genetic algorithms to 
reduce computation cost during the validation checking 
process. More suitable approaches for fuzzy set ordering 
need further investigation, as none of the existing approaches 
are perfect. The multiple additive weighting approach, 
which integrates multiple scalar measures of a fuzzy set to 
form a crisp measure, is feasible, but the adjustment of the 
weights of each component is time-consuming. More 
effective approaches for fuzzy information propagation will 
be further explored, since the current LIA approach is time-
consuming when the searching dimension is high. 

.. 

best fitness 

generation 

(a) Best and average fitness over generations. 

.. 

) 

(b) Membership function for fuzzy set solution. 
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(c) Membership functions for optimal shape 
parameters. 

Figure 7. Fuzzy optimisation examples. 
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Abstract: Hierarchical fuzzy systems are proposed to 
deal with the rule explosion problem of traditional 
fuzzy systems. The inference operations of the fuzzy 
systems are well established. The next step is to 
tackle the problem of finding sub spaces for automated 
hierarchical fuzzy system construction. In this paper, 
we propose a clustering technique designed 
specifically for this purpose. The technique exploits 
the concept of cylindricity and density to find 
subspace clusters for fuzzy systems construction. It is 
both theoretically and experimentally confirmed that 
the algorithm has reasonable accuracy and 
scalability. 

1. INTRODUCTION 

Fuzzy systems suffer from rule explosion. To model 
a system with k variables and maximum T fuzzy 
terms in each dimension, the number of necessary 
rules is which will be very large if k is not very 
small. Because of this, fuzzy systems are limited to 
handle only very few variables. 

Hierarchical fuzzy systems are designed to tackle this 
problem [1]. The idea is as follows. Often, the multi-
dimensional input space X = x. X x2 X ... X xk can 
be decomposed into some subspaces, e.g. Zo = X1 x 
X2 X ••• X Xk0 (ko < k). so that in Zo a partition n = 
{D1,  D2,  . .... Dn} can be determined. In each Di,   a sub-
rule base Ri can be constructed with local validity. 
The hierarchical rule base structure becomes: 

Ro: ifZo is D1 then use R1 
if Zo is D2 then use R2 

ifzo is Dn. then use Rn. 

R1: ifz1 is A 11  then y is B11 
ifz1 is A 12 then y is B12 

ifz1 is A1m1 then t is B1m1 

Rn: if zn  is An1 tthen y is Bn1 

if zn is An2 then y is Bn1 

if zn is Anmn then y is Bnmn 
The inference mechanism of the hierarchical fuzzy 
system has been established [1]. Hence, emphasis 
should now be placed on the construction of such 
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Budapest University of Technology and 
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Email: koczy@ ttt.bme.hu 

hierarchical rule bases. The difficulty is mainly in 
finding the subspace Zo and the partition n. 

In this paper, we propose a clustering technique that 
is designed to find subspace clusters for hierarchical 
fuzzy system construction. Given a set of data, a 
clustering technique partitions the data into several 
groups such that the degree of association is strong 
within one group and weak for data in different 
groups. In the field of hierarchical fuzzy rule 
extraction, some special requirements on the 
clustering technique are introduced. 

This paper is organized as follows. Section 2.0 
discusses the clustering requirements. Section 3.0 
presents the general problems of current clustering 
techniques. Subspace clusters are explained in 
section 4.0. This is followed by the discussion of 
CLIQUE [2], one of the earliest clustering techniques 
designed to find subspace clusters (section 5.0). A 
modified CLIQUE algorithm is presented in section 
6.0. Section 7.0 discusses the weaknesses of the 
modified CLIQUE algorithm. This is followed by 
discussion of cylindricity in section 8.0. Our main 
proposed algorithm is presented in section 9.0. 
Section 10.0 is devoted to experiments that verify the 
effectiveness and efficiency of our proposed 
algorithm. This is followed by the conclustion 
(section 11). 

2. CLUSTERING 
REQUIREMENTS 

In this section, the requirements for clustering 
techniques designed for hierarchical fuzzy system 
construction are presented. 

1. Capable of handling high dimensional data. 
The ultimate goal of hierarchical fuzzy 
systems is to break the limitation of fuzzy 
systems in the maximum number of 
variables that is manageable. If the goal is 
achieved, fuzzy systems may be used to 
model data with large numbers of 
dimensions. Hence, the clustering technique 
designed for the construction of hierarchical 
fuzzy systems must be able to handle high 
dimensional data. 

11 
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2. Interpretability of the clusters produced. 
One of the advantages of fuzzy systems that 
distinguish it from neural networks is its 
ability to explain its inference results. Once 
a conclusion is reached, the user can observe 
the rules fired to gain insights into how and 
why the conclusion was reached. The 
interpretability of a fuzzy system relates 
directly to the fuzzy rules used. The 
clustering technique used to generate fuzzy 
rules should be designed to produce clusters 
that form easy-to-interpret fuzzy rules. This 
issue is addressed in more detail in section 
3.0. 

3. No prior knowledge about data required. 
Often, clustering techniques require certain 
input parameters from users. These 
techniques are usable in situations where the 
users possess prior information about the 
data being studied. One of the important 
goals of generic fuzzy systems modeling is 
to help users model a problem domain 
without requiring any prior knowledge about 
the domain. In this case, the clustering 
technique should not require prior 
knowledge about the data being studied from 
the user. 

3. PROBLEMS WITH CURRENT 
CLUSTERING TECHNIQUES 

In this section, the general problems in current 
clustering techniques in relation to fuzzy system 
construction are examined. A review of the literature 
suggests that no single clustering technique is 
designed to address all three requirements presented 
in section 2.0. 

Let us first review the problem of high 
dimensionality. There are two valid reasons why 
distance function based clustering techniques can fail 
to cluster data with large numbers of dimensions. As 
the number of dimensions increases, the average 
density of points anywhere in the data space 
decreases. In this case, many dimensions or 
combination of dimensions can have noise or values 
that are uniformly distributed. This can cause 
distance functions that use all dimensions to fail. 
Beside this, it is often not meaningful to cluster data 
by examining the full data space, as most of the 
current clustering techniques do, since clusters may 
be embedded in certain subspaces (see section 4.0 for 
details). 

The problem of high dimensionality also leads to the 
problem of computational feasibility. Some 
clustering algorithms are designed to identify clusters 
in high dimensional data [2, 3]. Unfortunately, their 
algorithms are too computationally complex. 
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Although pruning strategies are introduced to reduce 
the complexity, the overall complexity of the 
techniques grows exponentially as the number of 
dimensions in the data increases. Hence, the 
scalability of such techniques is low. 

Often, the limitation of current clustering techniques 
in dealing with high dimensional data is tackled in a 
few ways. A straightforward solution is to let the user 
specify the subspaces for cluster analysis [2]. This 
method is not only error-prone but also fails to 
address our third requirement presented in section 2.0. 
Another way to address high dimensionality is to 
apply a dimension reduction method to the data. 
Some examples of popular dimension reduction 
methods include principal component analysis (PCA) 
and Karhunen-Loeve transformation [4]. The basic 
idea of these techniques is to transform the original 
data space into a lower dimensional space by forming 
dimensions that are linear combinations of the 
individual original dimensions. While these methods 
are successful in dimension reduction, there are 
several disadvantages. Firstly, the dimension 
reduction comes with a price - loss of information. 
The greater the dimension reduction, the more 
information is lost and the less accurate the clusters 
become. Secondly, dimension reduction does not 
address the problem of finding clusters that exist in 
subspaces rather than the full space. Lastly and most 
important of all, dimension reduction methods 
introduce the problem of low interpretability in the 
clusters identified. By forming new dimensions, the 
user can no longer interpret the resulting clusters in 
relation to the original data space in a straightforward 
manner. 

Some clustering techniques require prior knowledge 
about the data being studied. In the case of objective 
optimization algorithms, such as fuzzy c-means [5], 
the number of clusters in the data is required as an 
input parameter. For the purpose of generic fuzzy 
modeling, such an input parameter is unreasonable 
since the goal is often to create a fuzzy model based 
on the set of data where limited or no prior 
knowledge about the data is available. 

4. SUBSPACE CLUSTERING 

Let 

X= X x. Eqn4.1 
ie/ i

be the k dimensional data space, where I= {I, 2, ... , k 
} is the set of dimension indexes. Then 

S =X x. Eqn4.2 
ie/o 

is a subspace of the full space, where I0 c I. A 
subspace cluster is defined as a cluster that is 
embedded in a certain subspace. Figure 4.1 shows 
two one-dimensional subspace clusters embedded in 

Volume 7, No. 1/2 



dimensions XI and X2 respectively. Cluster Cl can 
be identified by observing its projection on XI. The 
data points in cluster Cl are spread uniformly across 
X2. 

X 

................................. .................................................. . 
.. J 

.. ....... - .................. .. ............................................ .. 

1 

Cluster C2 

Cluster Cl 

Figure 4.1: Subspace clusters Cl and C2 embedded 
in dimensions XI and X2 respectively. 

The existence of subspace clusters in data introduces 
new problems for distance function based clustering 
algorithms. Consider a set of data with dimensions 
1 . . . k. If there exists a subspace cluster embedded in 
dimensions 1 .. . k0 where k0 is significantly smaller 
than k, then the data points in the cluster are 
distributed uniformly in dimensions k0 ••• k. In this 
case, it becomes difficult for distance functions that 
use all dimensions of the data to reflect the 
associations among data points within the cluster. 

According to our review of the clustering literature, 
CLIQUE is the only clustering technique designed 
specifically to find subspace clusters. ENCLUST 
extends the idea of CLIQUE to exploit the concept of 
entropy. In this study, we modified CLIQUE to 
reduce the algorithm's computational complexity and 
exploit the concept of cylindricity (see section 8.0) to 
reduce the necessary input parameters to the 
clustering technique. 

5. CLIQUE 
In this section, the algorithm of CLIQUE [2] is 
discussed. The basic idea of CLIQUE is as follows. 
The multi-dimensional data space is first partitioned 
into non-overlapping hyperboxes. This is done by 
partitioning every dimension into number of equal-
length intervals where is an input parameter. Each 
hyperbox is the intersection of one interval from each 
dimension. A data point is said to be contained in a 
hyperbox if its projections on all dimensions are 
within the intervals that comprise the hyperbox. A 
hyperbox is dense if the number of points in it 
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exceeds a threshold t, which is another user set 
parameter. Similarly, a unit is defined to be the 
intersection of interval(s) from one or more 
dimensions. 

Once all the dense units are found, clusters can be 
formed by connecting neighboring units. The core of 
the clustering technique lies in the algorithm to 
identify dense units. The algorithm is based on the 
Apriori algorithm [6] used extensively in data mining . 
The algorithm proceeds in multiple passes. In the 
first pass, all the one-dimensional units are examined 
and the dense units become candidates to the next 
pass. In general, having determined (k-1) 
dimensional dense units, the candidate k-dimensional 
units are determined using the candidate generation 
procedure given below. 

ck = set of candidates at pass k 
u.ai = i th dimension of unit u 
u.[li,hi) =interval in the i th dimension 
Dk-1 =set of all (k-1) dimensional dense units 

insert into ck 
select u 1 . [ 1 1 , h 1 ) , u1.[1 2,h 2), ... , u 1 . [ 1 k - 1 , h k - 1 ) ,  u 2 . [ 1 k - 1 , h k - 1 )  
from Dk-1 U1 Dk-1 U2 
where u1.a1 = u2.a1, u1.1 1, = U2.l 1, u1.h1 = U 2 . h 1 ,  

u1.a2 = U2.a2, u1.12 = U2.12, u1.h2 = U2.h2, ... , 
U 1 . a k - 2  = U2.ak-2, U1.I k-2 = U2-l k-2, u,.h k-2 = u2.h k-2• 
u1.ak-1 = U2.ak-1 U1.1k.-1 = U2.lk·1 U1.hk-.1 = U2.h k-1 

The relation < represents lexicographic ordering on 
dimensions. Upon candidate generation, dense units 
that have a projection in (k-1)-dimensions that are not 
included in Ck.J are discarded. The resulting 
candidates then go through the MDL-based pruning 
stage. 

Given the subspaces s1, s2, . .. , sn, the MDL-based 
technique first groups together the dense units that lie 
in the same subspace. Then for each subspace, the 
coverage is computed as: 

converage (si)= count Eqn 5.1 

Where count(ui) is the number of points that is 
contained in u;. Subspaces with small coverage are 
pruned. The algorithm terminates when no more 
candidates are left for a particular pass. 

Using a bottom-up approach and discarding non-
dense units in the early passes, the algorithm is able to 
prune a significant volume of the error space. The 
MOL-based pruning method further discards 
candidates that are less likely to be dusters, 
increasing the speed of the algorithm. We remark 
that the MDL-based pruning method can be error 
prone. Figure 5.1 shows situation where MDL-based 
pruning can be ineffective. In the figure, the bold 
edged units are more likely to be retained than those 
real cluster units due to their high coverage. 
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Bold edge units have 
high coverage in 
MDL-based pruning 

Figure 5.1: Converage of units. 

Even with the pruning strategies introduced in [2], the 
algorithm still suffers from high computational 
complexity. This is explained as follows. If a dense 
unit exists in k-dimensions, then all of its projections 
in a subset of k-dimensions is also dense. The total 
number of combinations to be explored by the 
algorithm to identify the dense unit is calculated as 

where = (k) (k) k' 
i i k(k-i)! 

Eqn5.2 

The overall complexity of the algorithm is thus, 
O(ck) for some constant c. Therefore, improvement 
on the algorithm to reduce the computational 
complexity is necessary. In the next section, we 
present our modified algorithm with reduced 
complexity. 

6. FAST CLIQUE 
One of the goals of the proposed clustering technique 
is to produce clusters for the construction of 
hierarchical fuzzy system. Since fuzzy rules operate 
on the projections of the multi-dimensional clusters, 
convex clusters are desired for the fuzzy system 
generation. Hence, one of the differences between 
our algorithm and the original CLIQUE is that our 
algorithm is designed to approximate convex clusters. 

The basic idea of CLIQUE is retained in our modified 
algorithm. The algorithm starts by partitioning every 
dimension into (user parameter) number of equal-
length intervals. A unit is considered dense if the 
number of data points contained in the unit exceeds 
the threshold t (user parameter). The algorithm 
consists of the following four steps. 

1. Find one of the dense units, u, that exceeds the 
threshold t. 

2. Approximate convex cluster C, by expanding the 
dense unit u in each of the dimensions that the 
dense unit is embedded in. 
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3. Remove all data points that are contained in the 
cluster C as just approximated. 

4. Repeat steps 1 - 3 until no dense unit can be 
found. 

The pseudo-C-code for the important procedures 
involved in the algorithm is presented. 

PROCEDURE find_dense_unit 
Let Ui be the set of one-dimensional units in 
dimension i 
Let denseunit = [ ] 
fori=1tok 

for each unit U E Ui 
utemp = denseunit x u 
if utemp is dense 
denseunit = utemp 
break 

end if 
end for 

end for 

For the convenience of discussion, we define [ ] as the 
zero-dimensional (empty) subspace where [] x X; = 
X;. This procedure scans through each of the 
dimensions to find one of the dense units in the data. 

PROCEDURE approximate_convex_cluster(u) 
Let D be the set of dimension indexes of u 
for each i in D 

Let clusterset = { } 
expand_along(u,i) 

Let ul = left most element of clusterset along 
dimension i 
Let ur = right most element of clusterset along 

dimension i 

u.l = ul.l 
u.h = ur.h 

end for 

Given a dense unit, the procedure 
approximate_convex_cluster expands the unit along 
all the dimensions that the unit is embedded in. The 
procedure results in a hyper-rectangular cluster. 

PROCEDURE expand_along(u,i) 
global clusterset 
add u to clusterset 

Let u1 = left neighboring unit of u along dimension i 
if u1 is dense 

expand_along( u1 ,i) 
end if 

Let u r = right neighboring unit of u along dimension i 
if u r is dense 

expand_along(u',i) 
end if 
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The procedure expand_along is used by 
approximate_convex_cluster to expand a dense unit 
along a certain dimension. Using the modified 
algorithm, the computational complexity is greatly 
reduced. To find a dense unit that exists in k-
dimensions, the procedure find_dense_unit performs 
a single pass through each dimension of the data, 
giving the complexity O(k). To approximate a 
convex cluster using the k-dimensional dense unit, the 
procedure approximate_convex_cluster examines 
each of the k dimensions O(k) by calling the 
procedure expand_along. The procedure 
expand_along examines both the right and left 
neighboring units. In the worse case, all number of 
units are examined The entire algorithm 
terminates when all clusters are found. Thus the 
overall complexity is: 

0( c x (k + ke)) = O(cke) Eqn 6.1 

Since the complexity of the algorithm is linear, it is 
computationally feasible to cluster data with very 
large numbers of dimensions. This is a marked 
improvement over the original algorithm. 

7. USER PARAMETER 
THRESHOLD 

In this section, we examine in detail the important 
user input parameter to our algorithm - threshold t. 
Recall from section 6.0 that we make use of the 
threshold to find dense units. The accuracy of our 
algorithm relies heavily on the threshold selected. A 
high threshold causes the algorithm to undesirably 
miss out some dense units while a low threshold 
results in misidentifying noise as clusters. For the 
convenience of discussion, we define cluster units as 
units that contains data points from clusters and noise 
units as units that contains noise data points. 

An ideal threshold is one that can be used to 
distinguish dense units from noise units. Hence, 
proper estimation of the threshold requires prior 
information such as the percentage of noise or the 
number of data points in the least dense cluster about 
the data being studied. Despite the fact that the prior 
information is often not available to the user, there are 
other problems with threshold estimation. The rest of 
this section discusses the difficulties of this process. 

In the presence of a subspace cluster, it is not possible 
to accurately identify the percentage of noise data 
points in a set of data. Consider a set of k-
dimensional data containing a subspace cluster 
embedded in the dimensions I ,2, ... , k0 where k0 < k. 
Then the data points contained in the cluster can be 
considered as cluster data points in dimensions I ,2, 
... , k0 but become noise data points in dimensions k0_ 

+1, k0+2, ... , k-l, k. Therefore, threshold estimation 
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based on the percentage of noise in a set of data can 
be error prone. 

It is more accurate to estimate the threshold based on 
the number of points contained in the least dense 
cluster in the data. Let C be the least dense cluster in 
the data and assume that points are uniformly 
distributed in clusters, the threshold t can be estimated 
as follows. 

t = number of points in C I number of units 
that can fit into cluster C Eqn 7.1 

Expanding the equation, we have: 

nip 
t = Eqn 7.2 

ieD 

Where f() can be the ceiling or floor function (more 
details later), 

n = number of data points in C 
p = total number of data 
D = set of dimension indexes 
si = length of cluster C in the ith dimension 
b; = length of units in the ith dimension 

Figure 7.1 shows the effects of choosing ceiling or 
floor as the function f() in the equation. 

Figure 7.1 (a) Coverage of cluster when floor is 
chosen as function f() in equation 7.2 (b) Coverage of 

cluster when ceiling is chosen as function f() in 
equation 7.2 

Although eqn 7.2 provides a reasonable estimate of 
threshold t when prior information about the least 
dense cluster is known, there are situations where no 
single threshold exists to separate cluster units and 
noise units. Consider figure 7 .2. 

Cluster Cl (4 x n points) 

Cluster C2 (n points) 

Figure 7.2: Subspace clusters with different density 
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In the figure, both clusters are subspace clusters 
embedded in dimension X2. The user input is 
chosen as 4. Cluster C2 is the least dense cluster. 
Using the technique discussed so far, our threshold t 
will be selected as n. Each of the two dimensional 
unit in cluster C2 has n/4 number of points. Hence, 
none of the 2D units is dense. Projecting the points in 
C2 onto dimension X2, a one-dimensional dense unit 
is obtained. Therefore, the subspace cluster C2 
embedded in dimension X2 is successfully identified. 

Now consider cluster Cl in the figure. Since it is four 
times more dense than cluster C2, the 2D units in Cl 
have n points each. So all the 2D units are considered 
dense. This results in the algorithm misidentifying 
cluster Cl as a two dimensional cluster (the 2D units 
will be merged to form a single unit by the algorithm 
eventually). In this case, no individual threshold t can 
be used by the algorithm to identify the two one-
dimensional subspace clusters. 

The example above shows the disadvantage of using a 
density threshold for cluster analysis. It is clear that 
criteria other than density are needed for successful 
cluster analysis. Consider again figure 7 .2, where 
although all the two-dimensional units in cluster Cl 
exceed the threshold density, the fact that the cluster 
points are spread uniformly across dimension XI 
suggests that it is not embedded in XI. At this stage, 
we wish to bring the concept of 'cylindricity' into our 
discussion. In our example, the cluster C 1 is said to 
be 'completely cylindrical' along dimension XI. In 
the next section, the concept of cylindricity is 
discussed in depth. 

8. THE CONCEPT OF 
CYLINDRICITY 

If a cluster c contains points that are spread uniformly 
along a certain dimension X;, then the cluster is 
indistinguishable from its projection along the 
dimension. This is because observing the cluster 
projection along the dimension does not provide us 
with any information. In this case, we call cluster c 
cylindrical along dimension X;. 

An example of a subspace cluster was given in 
section 2.0. Here we discuss the relation between 
cylindricity and subspace clusters. Consider a set of k-
dimensional data containing a subspace cluster 
embedded in the dimensions 1,2, ... , k0 where k0 < k, 
then the cluster is cylindrical along the dimensions k0_ 

+1, k0+2, ... , k-1, k. 

In more general terms, cylindricity can be defined as 
the extent to which data points are uniformly 
distributed. In the rest of this section, we discuss a 
method to measure cylindricity. A number of 
statistical techniques can be used for this purpose. A 
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careful examination of the techniques reveals that chi 
square test [7] can be easily integrated into our 
clustering algorithm. 

Consider partitioning a dimension into n intervals of 
fixed width. The cylindricity of a set of data points 
along the dimension can be computed by examining 
their projections to the dimension. If the set of points 
is completely cylindrical along the dimension, then 
the number of points projected into each of the n 
intervals should be the same as shown in figure 8.1a. 

1 2 n 

p p p 

(a) 

1 2 n 

ql qn 

(b) 

Figure 8.1 (a) expected number of projected points 
(b) realistic number of projected points 

Complete cylindricity is rare in practice. Suppose the 
observed number of points is as in Figure 8.1 b. 
Cylindricity can be measured as the extent to which 
the observed numbers (figure 8.1b) differs from the 
set of numbers with complete cylindricity (figure 
8.1a). The difference can be calculated as: 

err= q;- p 
i=l qi 

Eqn8.1 

It is statistically proven that eqn 8.1 resembles a chi 
square distribution with the degree of freedom n - 1. 
The cylindricity can then be computed as: 

)>err ) Eqn8.2 

Eqn 8.2 models cylindricity as a probability. There 
are two advantages to this scheme: 
1. The scheme allows for normalized values [0- 1]. 

2. Since there are well-established statistical 
significance thresholds for a variety of 
disciplines, it is easy to determine whether the 
cylindricity is significant. 

9. CYLINDRICITY-BASED 
SUBSPACE CLUSTERING 

In this section, we proposed a cylindricity-based 
subspace-clustering algorithm. The basic idea of our 
technique is the following. Cylindricity is used to 
determine whether there is any cluster embedded in a 
dimension. Using figure 7.2 as an example, the 
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algorithm starts by computing the cylindricity of 
dimension Xl. Because there is no cluster embedded 
in the dimension, the resulting cylindricity will be 
significantly high. Therefore, the algorithm will 
ignore the dimension and move on to examine the 
next dimension, X2. Here there are two clusters and 
the cylindricity will be significantly low. The 
algorithm will then pick the unit with highest density 
which, in this case, is the unit contained in cluster Cl. 

The complete algorithm is discussed in the rest of this 
section. The algorithm starts by partitioning every 
dimension into (input parameter) number of equal-
length intervals. The four-step algorithm is presented 
following by the pseudo-C-code of the important 
procedures used. 

1. Find one of the dense units u using procedure 
find_dense_unit 

2. Approximate convex cluster C, by expanding the 
dense unit u in each of the dimensions in which 
the dense nit u is embedded. 

3. Remove all data points that are contained in 
cluster C and disable all units found to be part of 
the cluster. 

4. Repeat steps 1 - 3 until no dense unit can be 
found. 

PROCEDURE find_dense_unit 

Let Ui be the set of one-dimensional units in 
dimension i 
Let denseunit = [ ] 
fori=ltok 

Let cyl = cylindricity of Ui 
if cyl is significantly low 
Select u E Ui such that denseunit x u is most dense 
denseunit = denseunit x u 

end if 
end for 

PROCEDURE expand_along(u,i) 

global clusterset 
add u to clusterset 

Let u' = right neighboring unit of u along dimension i 
if is_cluster(u',i) 

expand_along(u',i) 
end if 

Let u1 = left neighboring unit of u along dimension i 
if is_cluster(u1,i) 

expand_along(u1,i) 
end if 
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PROCEDURE is_cluster(u,i) 

Let cyll = cylindricity of dimension i 
Let cyl2 = cylindricity of dimension i disregarding u 

if cyl2 is significantly higher than cyl2 
return true 

else 
return false 

end if 

PROCEDURE approximate_convex_cluster(u) 

Let D be the set of dimension indexes of u 
for each i in D 

Let clusterset = { } 
expand_along(u,i) 

Let ul = left most element of clusterset along 
dimension i 
Let ur = right most element of clusterset along 

dimension i 

u.l = ul.l 
u.h=ur.h 

end for 

The algorithm proposed in this section has two main 
extensions to the algorithm in section 6.0. Firstly the 
concept of disabling units is introduced in the 
cylindricity-based algorithm. In general, any unit that 
has been disabled will no longer take part in the 
algorithm. Recall from the algorithm that once a 
cluster is found, all the data points contained in the 
cluster will be removed. This procedure results in all 
units contained by the cluster to be empty. These 
empty units will have negative impact to our 
calculation of cylindricity in the upcoming steps. 
Disabling the units can prevent them from affecting 
the accuracy of our algorithm. 

Secondly, dense units are no longer determined based 
on a density threshold. The concept of cylindricity 
has been used for two purposes. In the procedure 
find_dense_unit, cylindricity is used to determine 
whether there is any cluster embedded in a dimension. 
In the procedure is_cluster, cylindricity is used to 
determine whether a unit is a noise or cluster unit. 
The idea is that if the unit is a cluster unit, then 
removing it from the dimension should increase the 
cylindricity of the dimension significantly. 
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10. EXPERIMENTAL RESULTS 

In this section, the performance of the proposed 
cylindricity-based clustering technique is evaluated. 
Both synthetic generated data and real world data 
have been used to verify the effectiveness and 
efficiency of the algorithm. 

10.1 Synthetic Generated Data 

In this section, the overall goal of the experiments is 
to evaluate the efficiency and accuracy of the 
algorithm. In terms of efficiency, the experiments 
aim to determine the scalability of the algorithms in: 
1. The dimensionality of the data space 
2. The dimensionality of clusters 
3. Number of data 

The experiments have been structured similarly to [2] 
so that comparison between CLIQUE and our 
algorithms can be made. 

The synthetic data generator from [8] is used to 
produce the data for the experiments. Figure 10.1 
shows a sample input to the data generator to generate 
two dimensional data. In the figure, cluster 2 and 3 
are subspace clusters embedded in dimension X2 and 
X1 respectively. A total of 3300 data points are 
generated in which 10% of the data is noise. 

Cluster X1 X2 Number of 
Points 

1 [0.2, 0.3) [0.2, 0.3) 10000 
2 [0.0, 1.0) [0.5, 0 . 6 )   10000 
3 [0.8, 0.9) [0.0, 1.0) 10000 
Noise [0.0, 1.0) [0.0, 1.0) 3000 
Figure 10.1 Sample mput to data generator 

The clusters generated are hyper-rectangles in shape 
and data points are uniformly distributed within the 
clusters. The rest of this section discusses the results 
of the experiments. Figure 10.2b, 10.3b, and 10.4b 
are extracted from [2] to allow for comparisons. 

160 

140 

60 

40 

20 

Number of Dimensions x 

Figure 10.2a Scalability with the number of data 
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Figure 10.2a shows the scalability of our algorithm as 
the number of data increases. The data has five 
dimensions. There are three clusters embedded in the 
full space. The number of data increases from 3300 
to 368000. From the figure, our algorithm scales 
linearly with the increase of the number of data. It is 
shown in figure 10.2b that CLIQUE performs equally 
well. 

20000 

0 
100 Number of data 500 

Figure 10.2b CLIQUE scalability with the number of 
data 

Number of data dimensions 100 

Figure 10.3b CLIQUE scalability with the data space 
dimensionality 
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Figure 10.3a Scalability with the data space 
dimensionality 
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Figure 10.4a Scalability with the cluster 
dimensionality 
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Figure 10.4b CLIQUE scalability with the cluster 
dimensionality 

Figure 10.3a shows the scalability of our algorithm as 
the number of dimensions of the data increases. 
There are three five dimensional subspace clusters. 
There are 9150 number of data points. The number of 
dimensions of the data space increases from 5 to 30 
dimensions. Again, our algorithm scales linearly with 
the increase of the data space dimensionality. Figure 
10.3b shows a quadratic or worse behavior for 
CLIQUE. 

Figure 10.4a shows the scalability of our algorithm as 
the highest dimensionality of the clusters increases. 
The number of dimensions increases from 4 to 10 
dimensions. Our algorithm scales linearly with the 
increase of cluster dimensionality. The performance 
of CLIQUE is quadratic or worse as shown in figure 
l0.4b. 

In all the above experiments, our algorithm is able to 
recover the original clusters in the data. Apart from 
that, it is easily observed that the algorithm scales 
linearly with the increase of the dimensionality of the 
data space, the dimensionality of clusters as well as 
the number of data. Overall, the experiments show 
that our algorithm outperforms CLIQUE significantly 
in every case. 
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10.2 Real World Data 

In this section, we apply our algorithm to a set of real-
life data. The US 1990 census data (person record), 
obtained from http://www.ipums.umn.edu is used . 
The 16-dimensional data consists of 10,000 points. 
Table 10.1 lists some of the meaningful subspaces 
found by our algorithm. 

FAMSIZE NCHILD NCHILD5 AGE CHBORN 
YRIMMIG SPEAKENG 
FAMSIZE NCHILD NCHILD5 CHBORN 
YRIMMIG SPEAKENG 
FAMSIZE NCHILD NCHILD5 ELDCH 
FAMSIZE NCHILD NCHILD5 AGE 
FAMSIZE NCHILD NCHILD5 CHBORN 
FAMSIZE NCHILD 

Table lO.la Subspaces found by the algonthm 

FAMSIZE NCHILD NCHILD5 
FAMSIZE NCHILD5 YRIMMIG SPEAKENG 
FAMSIZE YRIMMIG SPEAKENG INCBUS 
YRIMMIG SPEAKENG INCTOT INCBUS 
NCHILD5 YRIMMIG SPEAKENG INCTOT 
INCBUS 
CHBORN YRIMMIG SPEAKENG 
UHRSWORK INCBUS 
FAMSIZE NCHILD NCHILD5 YRIMMIG 
SPEAKENG INCBUS 
NCHILD NCHILD5 YRIMMIG SPEAKENG 
UHRSWORK INCBUS 
NCHILD NCHILD5 YRIMMIG SPEAKENG 
INCTOT INCBUS 

Table lO.lb Subspaces found by CLIQUE 

L d e g e n d  

FAMSIZE Number of own family 
members in household 

NCHILD Number of own children 
in household 

NCHILD5 Number of own children 
under age 5 

ELDCH Age of youngest own 
child in household 

AGE Age 
CHBORN Number of children ever 

born 
YRIMMIG Year of immigr_ation 
SPEAKENG Speaks EEnglish 
UHRSWORK Usual hours worked per 

week 
INCTOT Total personal income 
IN CB US Non-farm business 

income 
Table l0.lc Legend 

It can be seen that FAMSIZE, NCHILD and 
NCHILD5 are predominant in the results. This is 
understandable since the number of family members, 
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children and children under the age of 5 should be 
highly correlated. YRIMMIG and SPEAKENG a r e   
found in the first and second rows of the table. Their 
correlation can be explained by the fact that one of 
the important criteria for migrating to the US is the 
ability to speak English. Detailed examination of the 
result reveals that our algorithm is able to discover 
meaningful subspaces. 

Figure 10.2 shows the subspaces found by CLIQUE. 
Similar to our algorithm, it is observed that 
FAMSIZE, NCHILD, and NCHILD5 has shown high 
correlations in the results. YRIMMIG and 
SPEAKENG are also highly correlated. The main 
difference in the two sets of results is that there are a 
number of subspaces (e.g. UHRSWORK, INCTOT, 
INCBUS) which are found in CLIQUE but not in our 
algorithm. This can be attributed to the fact t h a t  
CLIQUE identifies subspace clusters based on density 
regardless of the cylindricity. There may be 
subspaces whose density exceeds the threshold but 
are actually cylindric. These subspaces will be 
ignored by our algorithm. Apart from that, the 
number of subspaces identified by CLIQUE is highly 
sensitive to the threshold selected. 

11. CONCLUSION 

In this paper, we have proposed a subspace-clustering 
algorithm. The algorithm is designed to find c o n v e x  
subspace clusters that can be used for the constructiOn 
of hierarchical fuzzy systems. Our algorithm is an 
improvement over CLIQUE, one of the first 
clustering techniques designed to find subspace 
clusters. It was both theoretically and experimentally 
confirmed that the complexity of our algorithm is 
significantly reduced. Since the computational 
complexity of our algorithm is low, it can used to deal 
with high dimensional data. The clustering technique 
brings us one step nearer to the efficient automatic 
construction of hierarchical fuzzy systems. 

The concept of cylindricity has been defined and used 
in the proposed clustering technique. The use of 
cylindricity has not only improved the effectiveness 
of the algorithm, but also reduced the number of 
necessary user parameters to the technique. The next 
steps are to verify the reliability of the algorithm 
using a wider range of real life data, and explore the 
use of the algorithm to construct hierarchical fuzzy 
systems. 
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A Relaxation Based Edge Detection System Using 
Fuzzy Reasoning 
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Abstract: This paper describes an edge detection 
system based on fuzzy reasoning. The system consists of 
three stages. The first stage provides an initial estimate 
of the pixels in an image that belong to an edge. The 
second stage is the main detection system which is a 
relaxation based process employing fuzzy reasoning 
principles. Fuzzy reasoning is used to determine the 
strength of an edge running through the relaxation 
operator and also to adapt the operator to edges of 
different curvature and contrast. This stage strengthens 
and links edges in the initial estimate. The final stage 
provides a final thinning and formatting for human 
viewing. The edge detector has been applied to two test 
images. The results are compared to those obtained 
from two common edge detection systems. It is observed 
that the proposed detector has better performance in 
detecting low contrast edges and some corners. The 
detection system also retains comparable high curvature 
edge detection ability, and hence a greater ability to 
adapt to edges of different scale. The low level of fuzzy 
reasoning used to produce these improved results 
suggests that a more complex fuzzy reasoning system, 
one with a greater level of intelligence, would provide 
further improvement. 

Keywords: Edge detection, Relaxation based 
process, Fuzzy reasoning 

1. Introduction 

Edge detection is a critical element of machine vision 
and perception. "Edge detection has had the single 
greatest influence on computational algorithms for 
picture processing to date. It is a simple, yet powerful 
concept and very intimately involved with vision in both 
man and machine." [9]. It is part of what is called Early 
vision. The process reduces the dimensions of the input 
image, making the data easier for higher-level reasoning 
to handle. In this way, edge detection provides the 
foundation for machine based feature extraction and 
shape analysis and hence also for pattern recognition. 

Detection of edges in a digital image is a difficult task. 
There are three major reasons for this. The first is 
aliasing caused by sampling of continuous space to get a 
digital image and by the lens on the camera used to 
capture the image - which means no edge in the image 
will be perfect. The second reason is due to the fact that 
the image is made up of discrete pixels. Continuous 
edges are unlikely to lie exactly on these pixels. This 
means that edge detection systems must either 
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approximate the sub-pixel position of the edge, or suffer a 
quantisation error by assuming the edge runs along the 
nearest line of pixels. The third problem is noise. Noise in 
digital images has been found to be additive white Gaussian 
noise [3]. The noise adds further difficulty for the edge 
detector to find the location of edges and also introduces 
false edges into the image. 

Although much work has been done on improving edge 
detection methods and devising new ones, current edge 
detection systems are somehow unsatisfactory. They tend to 
fail where contrast is low or spatial curvature is high (for 
example junctions and corners). The lack of significant 
progress in the detection systems suggests that the problem is 
an extremely difficult one. It suggests that some new 
approach is required, an approach with a better reasoning 
ability and one that is not simply a revision of an existing 
method. New approaches are probably worthwhile exploring 
because edge detection is such a critical element in pattern 
recognition. 

The motivation for the detection system proposed here is 
based on the problems of existing detection methods, and the 
tendency for these systems to be based on similar methods. 
Hence a brief examination of previous work is appropriate. 
Following this is an overview of the detection system. 
Section 5 shows the results obtained from applying the 
proposed detector to the test cases. Finally, the conclusions 
summarise the detectors performance and areas for possible 
improvement are given in the last section. 

2. Previous work 

Although edge detection has been the focus of attention in 
image processing and pattern recognition, there is no 
definitive text that summarises and assesses the entire field. 
There are texts that assess some of the field. Levine in 
reference [9] provides a reasonable summary of earlier 
detectors and also why edge detection is an attractive option 
in early vision. Heath in Reference [5] gives an assessment 
of the Canny, Nalwa, lverson, Bergholm, and Rothwell 
algorithms based on their perceived performance on a 
number of real images. An assessment strategy and 
comparison of results for Sobel, Canny, lverson, and Crack-
Edge relaxation over a variety of images is also described in 
Reference [1]. On the other hand, Fleck in Reference [3) 
describes some improvement for a few well-known detectors 
including those developed by Marr and Eldrith, and Canny. 

Edge detectors developed have been based on a number of 
techniques including surface fitting, template matching, and 
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dictionary-based relaxation. The dominant form is based 
on low pass Gaussian filtering and then some sort of 
differencing function (usually ftrst or second difference). 
The basic detector ftnds the maxima in the ftrst order 
difference or the zero crossings of the second order. A 
detection system with increased complexity using 
logical/linear combinations of difference functions up to 
fourth order has also been reported in Reference [7]. 
Although each of these systems makes some 
improvement over previous methods, they are all based 
on similar approaches and tend to suffer in performance 
in similar areas. Examples of these methods can be 
found in [2], [3], and [7). Three of these types of 
detector were comprehensively investigated in a 
previous project [1]. They are the Fleck [3], Iverson and 
Zucker [7] and also an early well-known detector 
developed by Sobel. As this class of detector is the 
dominant form of current edge detection methods, it is 
used for comparison of results in the later section. 

Figure 1 is a test image and Figure 2 shows the results of 
applying the lverson edge detector to the image. This 
image is designed specifically to test the response of the 
detector to noise. The result obviously has many false 
positive responses (edges in the output image that exist 
only because of noise in the input image). It is also 
obvious that the edges are not continuous or properly 
linked. Overall, the result of the detection system for 
this image is rather poor. Other detectors tend to 
perform even more poorly for this image [1). 

Figure 1. Test image. 
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Figure 2. Results of applying lverson detector to the 
image in Figure 2 [1]. 
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The well-known Lena image shown in Figure 3 is used as a 
test case. Figure 4 shows the results when the Fleck detector 
is applied. Figure 5 marks the regions where the Fleck 
detector fails. The white circles indicate two good examples 
of how common edge detectors fail at corners. Where the 
edges leading up to the corner should be straight they are 
curved. The edges do not meet, as they should. The black 
circles indicate where the Fleck detector has failed to pick up 
low contrast edges. 

Figure 3. The Lena test image. 

Figure 4. Results of applying the Fleck edge detector to the 
Lena image. 

Figure 5. Areas of poor performance by Fleck edge detector 
and other common detectors. 

These are some examples of the problems that occur within 
the edge detected images produced by the common edge 
detectors employed at the present time. This suggests that 
current edge detection systems have much room for 
improvement, in particular in their response to noise, high 
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curvature edges, and low contrast edges. Further, that 
many of these detection systems tend to be based on the 
same analytically derived principles, suggests that a 
different approach is required. 

3. The Proposed System 

Given that most of the common edge detection systems 
are based on analytical results - usually an ideal step 
edge with added Gaussian noise - a reasonable approach 
that differs significantly from this is to use Fuzzy 
Reasoning. Rather than analysing an artificially created 
edge and optimising an operator for it, the proposed 
system first makes some basic assumptions about the 
properties of edges. It then applies fuzzy logic reasoning 
to the real images. This is followed a refinement of the 
assumptions through experimentation. 

The detection system proposed is designed with the 
intention of overcoming the problems associated with 
noise, high curvature, and low contrast through the use 
of a relaxation operator based on fuzzy reasoning. The 
detection system is split into three distinct stages. The 
first forms an initial estimate of the probability that each 
pixel in the input image is an edge pixel (the "edgeness" 
of each pixel). The second stage refines this estimate 
iteratively, performing strengthening, thinning and 
linking of edges (also known as relaxation). This second 
stage is the core of the system and the focus of this 
paper. The final stage is very simple and involves a final 
thinning of edges to a width of one pixel. 

There are a limited number of ways that the initial 
estimate can be calculated while keeping the level of 
sophistication reasonably low. These include 
combinations of the first differences and variance over 
fixed size regions - all of which basically provide a 
measure of the change in luminance over a small region. 
The similarity in the measures means that revision of 
this stage can only yield small improvement. The 
differences occur in a trade-off between the localisation 
ability and response to noise. Smaller operators tend to 
have better localisation ability, but poor noise response. 
The system proposed uses a simple fuzzy combination of 
a large operator and a small operator. In areas of high 
variance the small operator response is given a weight of 
one, and in low variance areas the large operator 
response is given a weight of zero. 

The final thinning stage uses a simple edge tracing 
method. This method is described in [13]. A threshold 
was applied manually to the final thinned image to 
adjust the image such that similar levels of edge/noise 
appeared in the image for better comparison with 
existing results. 
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3.1 The Relaxation Based Operation 

The relaxation stage of the detection system involves 
applying an operator to each pixel from the result of the 
previous iteration of relaxation. The result of the current 
iteration is the result of the previous iteration plus the result 
of applying the operator at each pixel. In the case of the first 
iteration, the operator is applied to the initial estimate of 
probabilities. The result of each iteration can be interpreted 
as an updated probability that each pixel lies on an edge 
(updated value of edgeness). 

The fuzzy reasoning for the operator is split into two levels. 
The first is the calculation of a value representing the 
strength of the edge running through the operator (applying 
the operator). The second is a set of rules to adjust the 
operator size and shape to suit the local neighbourhood. 

3.1.1 Internals of the Operator 

The internal workings of the operator are based on two basic 
ideas. The first is that edges are continuous. The second is 
that edges lie approximately on the maxima of the initial 
estimate of probabilities or the result of the previous 
relaxation iteration. Figure 6 shows a diagram of the 
operator. 

Figure 6. The relaxation operator. 

The operator is positioned with the centre at each pixel in the 
input to the current iteration. If it is assumed that the 
operator is centred on a pixel that lies on an edge (it will 
have a high edgeness), then due to the assumption of 
continuity, there should be another pixel with a high 
edgeness adjacent to the centre pixel in the estimated 
direction of the edge. Continuity also suggests that the other 
high edgeness pixels should also have a similar edge 
direction estimate. Due to noise, allowance for edge 
curvature, and inaccuracy in the estimate of the edge 
direction, some tolerance must be allowed. The assumption 
that edges lie approximately on the maximums of the initial 
estimate suggests that the regions to either side of the 
estimated edge direction should have lower edgeness than 
the pixels along the estimated edge direction. Again, due to 
noise some tolerance must be allowed. 
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Given this basic reasoning, if the operator is assumed to 
be centred on a pixel that lies on an edge, the area within 
the operator should have the following characteristics: 

1. At least one high probability edge pixel in 
region 1 with a similar edge direction estimate 
to the centre pixel. 

2. Similarly for region 2. 
3. Continuity suggests that both 1 AND 2 should 

hold. 
4. Most of the pixels in region 3 should have low 

edgeness. 
5. Similarly for region 4. 
6. Edges being on maximums suggests that both 4 

AND 5 should hold. 
7. The edgeness in regions 1 and 2 should be 

higher than the edgeness in regions 3 and 4. 

This set of characteristics can be converted into a value 
for each pixel by the combination of two simple fuzzy 
rules. To cover the term 'at least', the maximum 
compatibility pixels in both regions 1 and 2 are taken 
(call these values High1 and High2 respectively). 
Where compatibility is a measure combining both 
probability of being an edge pixel and the similarity in 
estimated edge direction (This was implemented as the 
product of edgeness and (1 +cos( direction difference))). 
For the term 'most', the average edgeness of each of 
regions 3 and 4 is found (call these values Low 1 and 
Low2). Given these numerical values, characteristics 3 
and 6 lead to two fuzzy rules: 

• For the regions 1 and 2: 

IF 

THEN 

High1 is high AND 
High2 is high 
edgeness is high. 

This rule results in a fuzzy output of min(Highl, 
High2). 

• For the regions 3 and 4: 

IF 

THEN 

Low1 is not high AND 
Low2 is not high 
edgeness is high. 

Applying de Morgan's theorem, this rule results in a 
fuzzy output of (1 - max(Low 1, Low2)). 

Characteristic 7 leads to the combination of the two 
rules: 

Increment= min (High1, High2)- max (Lowl, Low2) 
....... Equation 1 

The operator functions as follows. For each iteration, 
and for each pixel in the image: 

• Find the maximum compatibility pixel in each 
High region. 
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• Find the average edgeness of pixels in each Low 
region. 

• Apply the rules defined above. 
• Increment the edgeness estimate of the pixel by 

min(High1, High2)- max(Low1, Low2). 

If the centre of the operator is on an edge pixel the 
assumptions hold and so the increment is high. If not, the 
assumptions don't hold and the increment is low. Hence 
edges are strengthened, non-edges are not. As more 
iterations are performed, the edges take on an edgeness value 
much higher than non-edges. Also pixels that are part of an 
edge, but have a low initial edgeness estimate, are enhanced 
because of the surrounding high level pixels (the 
assumptions still hold). Hence, edges that are broken due to 
noise are linked. 

3.1.2 External Modification 

The use of regions in the operator rather than fixed pixels to 
determine values for the fuzzy rules allows for greater 
tolerance of noise, elimination of error in direction estimate, 
and curvature. A logical extension of this is to change the 
size of the region to change the tolerance. A set of principles 
is proposed below to allow the creation of a set of fuzzy 
rules to automatically change the size of region. It also 
allows the operator to adapt appropriately to the properties of 
the local neighbourhood. 

1. The wider and longer the operator, the greater its 
tolerance to noise (a greater number of samples reduces 
the variance from the mean). The greater the tolerance 
for noise is expected to perform better at detecting low 
contrast edges (which have a low signal to noise ratio). 
Note that for high contrast edges, the signal to noise 
ratio is much higher, hence in these areas the operator's 
tolerance for noise does not need to be as high. 

2. The wider the operator, the lower is its ability to detect 
spatially close edges. This is due to the operator's 
inherent non-maximal suppression. If two maximums 
lie along the length of the operator within the operator 
bounds and within a half width (of the operator) of each 
other, the one with a lower value will be suppressed. 
That is, the application of the operator will yield a 
positive value for the higher maximum and 
approximately zero for the lower. With subsequent 
iterations the difference will increase, and eventually the 
weaker edge will not appear in the edge result. This 
implies that the thinner the operator, the better its ability 
to detect spatially close edges. 

3. Due to the assumption of an edge running along the 
length of the operator, the longer the operator the lower 
its ability to detect high curvature edges . 

From these basic ideas it is possible to infer the following: 

1. High curvature edges require a short operator. 
2. Low contrast edges require a long and wide operator. 
3. Spatially close edges required a skinny operator (low 

width). 
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To automatically choose the length and width for the 
operator, a numerical measure for edge curvature and 
local neighbourhood contrast is required. Contrast can 
simply be measured as the standard deviation of 
luminance over a small region. Curvature is more 
complex. Rather than a measure for curvature, a 
measure of straightness was used in implementation. 
The calculation of this measure can be found in [8]. The 
values of straightness and contrast are calculated directly 
from the raw image. 

From these ideas and values, the following fuzzy rules 
were derived: 

Contrast Straightness Length Width 
Low Low Medium Medium 
Low High High Medium 
High Low Low Low 
High High Medium Low 

Table I. Fuzzy rules for operator shape manipulation. 

It was found by experimentation that an extra condition 
was required for very high curvature areas: 

IF 
THEN 

straightness is very low 
length and width are low. 

where very low straightness can be implemented as the 
square of the membership value straightness. 

The mathematical for of the rules is then: 
Le h ngt 

+ + J.lc + + J.lE 
Width J.lEWL +J.lFWM +J.lGWL 

J.lE +J.lF +J.lG 
where: 
LL,LM, LM ,WL, and WM arecontants, 
J.lA =min(l-O'G,l-O's), 

=min(l-O'G,O's), 
=min(O'G,l-O's), 
= G s ), 

J.lE 
J.lF=l-O'G 

G =Gradient membership value 
=Straightness membership value 

....... Equation2 

Reasonable values for the constants were found through 
experimentation&. The following values were used to 
produce the result shown in Figure 8: 

LL =10.0 
LM =2.0 
LH =0.0 
WM =4.0 
WL=0.5 
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3.1.3 Half Edges 

Rather than updating a single pixel value for each application 
of the operator, a half edge was updated instead. A half edge 
is simply the name given to a line segment in the direction of 
the edge. This method was adapted from [6], which 
describes an approach for edge detection where the detection 
phase involves adding half edges to an image that are 
constant in magnitude and positioned based on relative 
luminance change rather than detection on a point by point 
basis using absolute luminance change. This gives an initial 
detection image that is reasonably independent of the 
contrast of the edges. That is, the use of half edges makes 
the detection of low contrast edges similar in magnitude to 
the high contrast edges. 

The use of the half edge is as follows. The increment value 
(Equation 1) is calculated as normal. This value is scaled by 
lN(operator length), as it was found that unsealed, the half 
edge modification favoured low contrast edges too strongly. 
The scaled value was then added to the edgeness value of all 
pixels along the line passing through the pixel at the centre 
of the operator in the estimated edge direction and bounded 
by the operator borders. The new edgeness value for each 
pixel is used only in the next iteration of relaxation, not the 
current. The updating of a half edge of pixels rather than a 
single pixel for each application of the operator improves the 
detection of low contrast edges and also improves the linking 
of edges (due to the stronger pixels in an edge supporting the 
weaker ones). 

4. Results 

.. 
l J 

' 

Figure 7. Results of applying a modified detection system 
to the test image of Figure 1. 

Figure 7 shows the results of applying a modified version of 
the edge detector presented in the previous section. The 
modification is simply to use a fixed size operator (7x7) 
pixels rather than vary the size according to the rules given. 
This gives an idea of how well the operator can perform if 
the length and width of the operator are selected well. This 
result is obviously superior to that shown in Figure 2 as the 
edges are far better linked and there is much less noise which 
were shown as falsely detected edges. 
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Figure 8 shows the results of applying the complete 
detector to the Lena image. Examples of where these 
results are better than those of common detectors 
(example of the Fleck detector shown in Figure 4) are 
shown in Figure 9. 

The main performance gap lies in the detection of low 
contrast, low curvature edges. It is obvious that many 
more low contrast edges appear in the results of Figure 8 
than the results of the Fleck detector. 

The second performance gap of note is the junctions 
highlighted in Figures 5 and 9. The results of the 
detector are obviously better here. The edges leading up 
to the corner are straight and the edges meet rather than 
stopping before the corner. 

The third performance gap lies in the edges found in the 
face. The edges in this area in Figure 8 are cleaner and 
better defined than those found by the Fleck detector. 
This is also the case in the feathered region of Lena's 
hat, but to a lesser degree. 

The combination of these three performance differences 
suggest that the detector described here has a far greater 
ability to adapt to edges of different scale. Both the high 
curvature and the low contrast, low curvature edges are 
detected. The operator does this without any explicit 
smoothing or use of multiple scales. This ability could 
possibly be improved through the use of multiple scale 
images (different levels of smoothing) as the input to the 
detection system. 

There are also some areas where the detector does not 
perform as well. There are a few edges that are jagged, 
but should be straight, and there are gaps in a small 
number of the edges. This is likely to be a bug in the 
implementation caused by changing the length and width 
of the operator in discrete size jumps rather than the 
method, as tests for operators with a fixed size over the 
whole image do not exhibit these problems (see [11]). 

Figure 8. Result of applying the unmodified detection 
system to the Lena image (Figure 3). 
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Figure 9. Areas of improved performance. 

5. Discussions 

5.1 Detector Performance 

The relaxation phase of the detection system provides 
significant improvement, through linking, thinning, and 
strengthening, of edges found in the initial estimate of 
probabilities. It allows for the improvement of edges of 
different scale by adapting the operator size to match the 
scale determined by the contrast and curvature of the edge. 
This provides significantly better detection (than the other 
systems examined) for low contrast, low spatial curvature 
edges, while keeping comparable detection ability in high 
curvature and high contrast areas. 

Despite the successes, there are areas that require 
improvement. The integration of different size operators 
causes some artifacts in the edges (jagged where they should 
be smooth and some broken edges) and degradation of 
performance in some areas. The estimated edge direction 
remains the same throughout the process. Finally, only one 
edge model is assumed, with no specific allowance for 
junctions or lines (lines as opposed to edges). 

A possible solution is to use better variables for determining 
the operator size and shape. These can be variables that have 
greater independence (lower correlation) or measure over a 
wider range of local image properties. In either case, it 
means increasing the degrees of freedom for size and shape 
selection will allow more accuracy in the selection. Another 
possibility is modifying the size change from discrete jumps 
to a more continuous change. This would involve giving 
each pixel in the operator bounds a weight on the interval [0, 
1] dependent on the position of the pixel. This would 
involve a significant change in the relaxation operator 
formulation, as the current operator logic requires the pixels 
to be treated as discrete objects (weight of 1). 

No specific problems have been attributed to the estimate 
edge direction remaining the same, but relaxing the initial 
estimate could provide some improvement. Previous work in 
references [4], [10], and [12], have all described edge 
detection based on the relaxation of an edge direction 
estimate. This strongly suggests that its incorporation into 
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the detection system described would provide 
improvement to the direction estimate and hence the 
final edge image. 

Assuming only one edge model could be a major factor 
in the operator performance. Considering a number of 
labels corresponding to a number of edge models (for 
example junctions, corners, edges, and lines) for each 
pixel instead of just the one measure of edgeness could 
improve the operator performance significantly. This 
would involve an increased number and variety of initial 
detection variables with a more complex methods of 
combining them to find the value for each label. 
Similarly, more complex relationships and interactions 
between the different labels (rather than a single label 
with itself) are also required to relax the initial values. 
This should at least provide better detection at the 
junctions. 

5.2 Fuzzy Reasoning Performance 

Only a low level of fuzzy reasoning was employed in the 
detection system described, resulting in a simple 
detection system. Despite this, the system showed better 
performance particularly in the ability to adapt to 
different scale edges. Fuzzy reasoning allowed the use 
of various inputs to be used to do this through a set of 
intuitive rules. 

As only a low level of fuzzy reasoning was used, with 
only two variables being used for the formulation of 
rules, it is obvious that the complexity of reasoning can 
be increased. An increased level of fuzzy reasoning 
would allow for more variables to be used and an ability 
to handle more classes of edge types. In addition, more 
complex and specific relationships between the variables 
and classes of edge need to be established. If the simple 
fuzzy reasoning has allowed for a small performance 
increase, then it is likely that a more intelligent fuzzy 
reasoning will result in a larger improvement. The 
intelligent reasoning will require further 
experimentation, not just because more complex 
interactions and relationships are involved, but also 
because the relationships will be non-intuitive. For this 
reason, it requires further studies in proposing means to 
incorporate the various factors while improving the 
overall performance. 

6. Conclusion 

This paper has described an edge detection system 
using a relaxation operator and fuzzy reasoning. The 
system consists of three stages: an initial estimate of the 
pixels in an image that belong to an edge, a relaxation 
based process employing fuzzy reasoning principles to 
determine the strength of an edge and a final thinning 
and formatting process. The edge detector has been 
applied to two test images and compared to those 
obtained from two common edge detection systems. The 
proposed detector has better performance in detecting 
low contrast edges and corners. The detection system 
also retains comparable high curvature edge detection 
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ability, and hence a greater ability to adapt to edges of 
different scale. The low level of fuzzy reasoning used to 
produce these improved results suggests that further studies 
in the development of a more intelligent fuzzy reasoning 
system would provide further improvement. 
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Abstract. The paper describes the development of a smart 
embedded fuzzy system for reefer refrigeration control. 
The goal of this project is twofold: to design an efficient 
and economically feasible intelligent industrial controller 
on one hand and to test and further develop a smart device 
design approach, which is based on design model 
formulation with the fuzzy rules given by an expert. 
Through prototyping and implementation on a general-
purpose microprocessor the system can then be tested and 
used to iteratively identify and control the plant until the 
desired control system criteria are achieved. The paper 
describes the design, implementation and testing of an 
embedded fuzzy controller as a simple, practical solution 
to a regulation problem in reefer refrigeration systems. By 
an application of the Motorola HC12 MCU with its inbuilt 
fuzzy logic instruction set a rapid prototype design was 
implemented and the application of fuzzy logic and 
iterative identification and control to general industrial 
refrigeration systems was found to be a possible 
economically feasible solution. 

I. Introduction 

With the development of system level integration and 
system-on-chip capabilities, the computer industry re-
focuses itself from personal to embedded computing, 
which application in the industry produces new generation 
of smart (or intelligent) devices and products. Smart 
product design requires various combinations of high 
performance, low cost, and low power. Although the 
product technical and economic characteristics are very 
important, the design process itself becomes more and 
more critical in achieving a final triumph. The successful 
design and fabrication of an embedded controller gives a 
new product its distinguishing features and competitive 
advantage. Time to market has nowadays a huge impact 
upon a product life-cycle profits and can determine its 
success or failure [4]. On the other hand, the current lack 
of qualified designers threatens to cause a design 
bottleneck as the need for smart product design increases. 
So, the development of intelligent devices should be 
coupled with the advancement of intelligent design 
methodologies for such products. 

The authors of this paper exploit the possibility of 
computational intelligence (fuzzy logic, neural networks) 
application for the embedded fuzzy controller design, fast 

prototyping and realisation. The proposed methods assume 
a formulation of an initial design with the help of fuzzy 
rules based on an information supplied by the expert, 
followed by its implementation on the general purpose 
microprocessor, which increases the design convenience 
and speed as unlike conventional methods, the proposed 
ones do not wait for an exact model to be developed. 
Neither they depend on a specialised microprocessor 
application, which reduces the design cost. The methods 
are advanced in two directions. The first one (see [2,6]) 
assumes the fuzzy system optimisation and tuning with 
neural networks for its implementation on a very simple 
and cheap (probably, 8-bit) microprocessor. The second 
one, investigated in this paper, assumes the possibility of 
optimisation through simple iterative identification and 
control methods. This method is based on the idea that the 
model and the control policy should be developed together 
and that no meaning shall be given to either one in 
isolation [7]. 

The paper is devoted to the design of an embedded 
fuzzy controller for an industrial reefer refrigeration 
system. In order to help reduce the cost associated with the 
transportation of refrigerated goods an economically 
feasible method to control the ever increasingly complex, 
reefer refrigeration systems needed to be found. Reefer is 
the term used in the refrigeration industry to describe a 
refrigerated container as shown in figure 1. 

Figure 1. Reefer refrigeration system 

1 This is an extended version of the paper presented to the 10th IEEE International Conference on Fuzzy Systems "Meeting the Grand 
Challenge: Machines that Serve People", Melbourne, Australia, December 2-5, 2001 
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The main requirement was to design a smart controller in 
such a way that modifications and further developments 
could be easily adopted to the existing design. In 
satisfying this requirement it was necessary to conduct 
extensive research in the refrigerated transport industry. 
Research into industry standards, typical solutions and 
customer demands helped to serve as a guide for basing 
the design. Existing reefer container controllers from 
incumbent companies such as Carrier, Mitsubishi and 
Daikin were found to be very expensive and offered only a 
limited range of features that did not always satisfy 
individual customer needs. Some of the features that the 
customers demanded were: 

• remote modems - so that communication between 
the container and the head office can be established. 

• upgradeable software - controllers should be able 
to download new software that enables a controller 
to work with different refrigerants and mechanical 
devices, eg. 4hp and 8hp compressors. 

• downloadable data - insurance companies require 
shipping lines to accurately log temperature of the 
container over the duration of the trip. 

The industrial orientation of this project meant that 
these features should be able to be designed into the 
prototype version of the reefer controller with minimal 
cost. To incorporate these features the design was focused 
on being universal. The universal controller should be 
able to operate effectively on any type of reefer container. 
A description of the refrigeration system is presented in 
section 2 as a typical regulatory problem. The design and 
development of the hardware circuitry necessary for 
implementation are discussed in section 3. Section 4 
focuses on the application of fuzzy logic as a solution to 
the control system problem. Following this comes a 
description of the implementation of the developed fuzzy 
inference system. 

I I .  Regulatory Problem 
This section illustrates how an understanding of the 

refrigeration system operation was used to develop the 
control algorithm. As indicated from the section title the 
objective of the control system was to regulate the amount 
of superheat and maintain steady-state accuracy, 
simultaneously increasing efficiency whilst attaining 
operation under safe working conditions. A fuzzy 
inference system was applied to control an electronic valve 
position so that an optimal flow rate of refrigerant was fed 
into the evaporator. An optimal flow rate would ensure 
the refrigerant would become superheated by three degrees 
Celsius. 

The problem could be likened to water flowing through 
a pipe being heated in a furnace [1]. Figure 2 illustrates 
that as the valve closes, the volume of water flowing 
through the pipe begins to decrease and the heat energy 
being absorbed from the furnace has a more profound 
effect on the water temperature than would be the case 
with a higher volume of water. The picture on the left 
shows a water tank with a standard valve tap attached to 
the bottom. As the valve opens, the flow rate increases. 
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The water is heated by the furnace as it flows down the 
pipe. If the flow rate was too fast, the water would not 
heat up enough and would not turn into a gas. 
Alternatively if the flow rate was too slow then only half 
the pipe would be used and hence only operate at half the 
efficiency. An optimal flow rate would have the last 
droplet of water turn into a gas at the last section of piping. 
The efficiency would be maximised in this way. The more 
efficient a refrigeration system the faster it would adjust 
the temperature inside the container. If the flow rate was 
too fast the refrigerant would remain a liquid and flow into 
the compressor and destroy it. At a specific temperature 
(boiling point) the water would eventually become a 
superheated gas. More generally, the boiling point of any 
liquid depends on the pressure it is under at the time. If we 
imagine the furnace as the evaporator and the water as the 
refrigerant then the control aim is 'to regulate the 
superheat of the refrigerant coming out of the evaporator'. 
This is achieved by controlling the actuating valve. 
Clearly the system was open-loop unstable. 

A 

Evaporator analogy 

Figure 2. Water analogy used to understand control valve 
[1] 

Another actuator that could be controlled by the 
controller was the modulation valve. This was a bypass 
valve. The hot-gas from the compressor bypasses the 
condenser and enters directly into the evaporator as the 
modulation valve was opened. The valve could be used to 
limit the capacity of the refrigeration system. By limiting 
the capacity of the refrigeration system control of the 
temperature inside the container could be maintained. The 
controller design incorporated the operation of the bypass 
valve by treating it as a disturbance input to the control 
system. 

Ill. Conceptual model for the 
hardware design 

The control system that was developed modelled the 
electronic expansion valve as the actuator and the 
refrigerant temperature as the plant to be controlled. The 
electronic expansion valve operation has been described in 
section 3.1. The aim of the electronic expansion valve was 
to control superheat. Superheat is determined by the 
following formula: 

Superheat (0 C) = TDK (0 C) - Boiling Point (0 C) 
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where TDK(0 C) is the temperature read from the sensor 
located at the evaporator outlet. The boiling Point(0 C) 
represents the vaporization point of the refrigerant for a 
given pressure. The boiling point was determined by 
reading the LP sensor value and then finding the boiling 
point for that refrigerant. The difference between the 
reference superheat and the measured superheat formed an 
error signal that was used as a control signal for the 
controller. If the superheat was found to be too high, 
corresponding to inefficient use of the evaporator coil, the 
valve was opened to increase the flow rate. If the 
superheat was too low then there was a risk that the 
refrigerant would exit the evaporator as a liquid and 
damaging the compressor. The valve opening would have 
been reduced to limit the flow rate and allow more heat to 
be absorbed by the refrigerant and hence boil into a 
vapour. 

The prototype controller was designed to perform a 
number of functions apart from the fuzzy control algorithm 
so that some experiments could be performed. Some of 
the functions were namely to read in data from sensors, 
perform calculations and decision making, display 
information and control the operation of system devices. 
Figure 3 shows a conceptual view of the hardware blocks 
required for the prototype controller to function such as an 
amplifier for the stepper motor. Outlined in the box is the 
section that was implemented in the microprocessor. 
Feeding into the microprocessor is the LP transducer and 
the TDK transducer. Strictly speaking the feedback signal 
was not superheat. Superheat feedback was actually 
calculated within the microprocessor from the information 
interpreted from the TDK transducer and the LP 
transducer. The computer program was then used to 
measure if superheat equal the desired superheat of 3°C. 
The error between these two signals was fed into the 
controller. The second input into the controller was the 
derivative input. The derivative of the error signal was 
simply the change in error from the previous value. The 
microprocessor was a Motorola HC12 MCU with fuzzy 
logic instructions that lent themselves to a simple PID 
controller of this nature. The fuzzy logic instruction set 
allowed optimized code to be generated and furthermore 
the code was easily readable and made efficient use of the 
limited onboard memory [5]. 

IV. Smart Fuzzy Regulator 
Fuzzy logic provided an appropriate solution to the 

otherwise complex task of mathematically deriving an 
exact model for the non-linear refrigeration system upon 
which conventional control techniques could then be 
applied. Skelton [7] discusses the inseparability between 
the modeling and control problems from both a 
mathematical and physical viewpoints. The application of 
fuzzy logic to this control problem treats the two as one 
entity and hence through an iterative approach an 
appropriate control solution can be established. 

A subjective approach to controller design was adopted. 
Consultation with an expert refrigeration mechanic formed 
the basis of the choice of input and output membership 
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functions and rules. A simple example to illustrate this 
point would be: 

Rule 1: If superheat is low then decrease valve 
position. 

Rule2: If superheat is high then increase valve 
position. 

!Boiling Point  
L transducer 

TDK transduce 

Figure 3. Conceptual model of the fuzzy PID-like 
hardware system 

The fuzzy inference system was designed to act as a 
PID-like controller. A basic PD-like controller, with 
incremental output, was designed. Two inputs were used: 
(!)superheat and (2)change of superheat. Measurement 
noise, due largely to sensor error and ND conversion 
resolution, was reduced by a simple but effective means of 
sample averaging. Without such a technique the derivative 
portion of the PID-like controller was too dominant [8]. 
Integral action is determined to be a continual change in 
actuation as a result of steady-state inaccuracy. The output 
controlled the change in valve position between each 
sample instant. This continual changing of valve position 
formed the integrating action of the fuzzy PID-like 
controller. Rules developed by the refrigeration expert for 
the control of the refrigeration system helped determine 
what inputs and outputs were most appropriate for the 
controller. 

Based on the experience the refrigeration mechanic 
(the expert) has gained through the manual control of 
refrigeration systems, a linguistic description for the 
control of the electronic expansion valve was attained. 
This description formed the rules for which to develop the 
fuzzy inference system. The rules are outlined below: 

,. 
. 2. Low) then 

is is 
4. Neg) [1) 
5. and then 

(TXNOutput (1 J 
Neg) then is 

9. then (1) 
9. and then (1) 

Figure 4. FIS rules developed by expert knowledge 

The linguistic rules were converted to Fuzzy rules. 
The Fuzzy rules served to describe a qualitative 
relationship between the three variables [5]. The two input 
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variables were 'Superheat' and 'Delta Superheat' and the 
output variable was 'Change in Position'. 

Expert knowledge was used to determine the fuzzy set 
for the input 'superheat'. Three basic membership 
functions were chosen as an initial attempt to describe 
each input, being low, okay and high. The shape of each 
membership function was limited to the trapezoidal 
(triangular) type being the only type definable by the 
HC12 fuzzy instruction set. The universe of discourse of 
the fuzzy set is the range of values of superheat expected 
to be input into the system. It was found to be between 
1 °C and 5°C. Negative, No change and Positive were the 
labels of each membership function for the input 'delta 
superheat'. The universe of discourse was given as -1°C 
to + 1 °C. The immediate slope of the negative and positive 
membership functions minimise the effect of noise, 
inherent in the ADC process. Alterations to the 
membership functions in the program code could be easily 
implemented and details of which are given in the next 
section. 

V. Operation of the Fuzzy Inference 
Kernel 

Motorola's fuzzy instruction set allowed the FIS to be 
programmed with minimal code and execute very quickly. 
The HC12 FIS consisted of two parts. The first part was 
the knowledge base where the membership function 
definitions and rules were defined. The second part was 
the fuzzy inference kernel. This was programmed as a C 
function that accepted a crisp input and calculated an 
appropriate output action for the SISO system. Some 
constraints, inevitable for a general purpose 
microprocessor, were the restriction to the use of a 
Sugeno-type FIS and limited membership function 
defmitions. [3) 

Programming the knowledge base was a simple matter 
of converting the membership functions to data arrays and 
storing them in ROM. Each membership function is stored 
as a four byte array. The first and second elements tell the 
PIS the point of departure from the x-axis of the 
membership function plot and the point of return. The last 
two elements of the data array indicate the positive and 
negative slopes of the membership function. Special 
characters were used to indicate more complex 
membership functions . For example an infinite slope 
would be represented by the character $00 since this would 
otherwise be unused. 

.area text 
; Format is XO, Slope! . 
; Super Heat Input Membership Function 
;Definition 
s_def:: 

.byte ;Super Heat Low 
means infinite slope 

.byte ; Super Heat 

Figure 5. Program code for membership function 
definitions 
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Figure 6. Membership function definition for HC12 

Figure 6 shows two simple membership functions and 
figure 5 shows how the membership functions are 
implemented on the Motorola HC12 MCU. The slope 1 
and slope 2 of the membership function were calculated in 
hexadecimal as shown in equation 1. The Fuzzy 
Instruction set uses 8-bit values and hence the maximum 
height of the membership function is 8bits, or 255 decimal. 

255 256 $FF Slopel= (1) 
(127 63) 64 

When defining the rule base the first elements in the 
array, the antecedents, are logically AND'ed together. To 
separate the antecedents from the consequents the 
character $FE was used. Each rule was evaluated with a 
single instruction until the end of the rule table was 
reached, being signified by a character $FF. 

; Define rules 
rules: : 

.byte 

.byte 
low,neg,$FE,dec,$FE 

low,no_change 
,$FE,small_dec, $FE 

.byte $FF 

Figure 7. Implementation of the rule table on a HC12 

With the knowledge base defined the fuzzy instructions 
are put to use. The fuzzy instructions that are used by the 
HC12 are MEM, REV and WAV. These three instructions 
were included in the fuzzy function. The input that was 
passed to the fuzzy routine bad to be scaled first into the 
FIS universe of discourse. Then for a given input the 
instruction MEM is called for each membership function. 
This will automatically calculate the degree of truth of 
each membership function associated with the 8bit input 
value passed to the fuzzy C routine. A single instruction 
REV would evaluate each rule defined in the knowledge 
base resulting in a data array of output values for each of 
the rules being evaluated. The WA V instruction converted 
the data array of fuzzy outputs into a single crisp output 
using equation 2. Five singleton fuzzy outputs were 
chosen and easily implemented into program code as one 
simple array of five 8-bit numbers each representing the 
location of the singleton function. 
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n 

SystemOutput (2) n 

i=l 

where n = number of output labels in the system 
S = singleton position of each label 
F = calculated fuzzy output values in RAM 

To test the fuzzy routine a known crisp input was 
forced into the routine and the output was compared with 
that produced by a fuzzy simulation package such as 
MATLAB™. Being able to compare results from two 
sources served to help identify any programming errors 
through unexplained discrepancies between outputs. 

Beginning with a relatively simple model the system 
was stabilized. Performance objectives could then be 
achieved through repeated testing and experimentation. 
Changes to any part of the fuzzy system could easily be 
implemented, as discussed in this section, and hence a 
controller appropriate for the control objective at hand 
could be developed after several iterations of the control 
algorithm design. 

VI. Conclusion 
The application of fuzzy logic in reefer refrigeration 

control systems was useful in determining a solution to the 
regulation control problem. The fuzzy controller was able 
to maintain a superheat at 3°C. 

Fuzzy logic systems were found to be very flexible and 
easy to comprehend and hence appropriate for a subjective 
solution such as that presented. Fuzzy logic allowed the 
modelling and control problem to be treated 
simultaneously and combined with the speed and ease in 
which the fuzzy system could be developed allowed an 
iterative solution to present itself. Fuzzy Logic was 
proved to be a very cost-effective and practical alternative 
to conventional methods. 
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The application of fuzzy logic and iterative solutions could 
be used in many other control systems where a cost 
effective and practical solution is required. Any system 
where the operation can be described in linguistic terms 
would benefit from the application of fuzzy logic, 
especially if the system changes dynamically or is highly 
non-linear. 
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Abstract 
Drilling performance prediction, using traditional 
mechanics of cutting approach, is based on the extension of 
three-dimensional oblique cutting theory. The quantitative 
reliability of such conventional models depend on a 
numerous number process variables and quantitative 
accuracy of the data bank for a given work material. The 
complexity of such models is increased when inevitable 
eccentricity and drill deflections are incorporated into the 
analysis. In this paper, using a novel neural network 
architecture that optimises the output layer, the thrust and 
torque in drilling operation are carried out. A set of 
comprehensive drilling tests is carried out to train and test 
the architecture. It has been shown that the percentage 
deviations of drilling predictions using the neural network 
architecture is -0.56%, and 1.03% for thrust and torque 
compared to 4.20% and -10.25% using traditional 
mechanics of cutting approach. 

Keywords : Drilling Performance Prediction, Neural 
Networks 

1. Introduction 
Traditional mechanics of cutting approach and empirical 
approaches have been used for drilling performance 
prediction, in the past. Artificial neural networks are used in 
the recent year for cutting tool wear estimation, tool 
condition monitoring, vibration control and surface finish 
detection [12]. While these predictions are comparable with 
conventional models, 'simultaneous' estimation of more than 
one performance feature is quite often necessary for 'on-line' 
control of a machining process. The conventional mechanics 
of cutting models are efficient to the extent of predicting 
individual performance but cannot estimate different 
performance features 'simultaneously'. A brief description 
of unified mechanics of cutting and empirical approaches to 
drilling performance prediction are carried out in this work 
before the capabilities of neural network models are 
presented. 
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2. Unified mechanics 
analysis and empirical 
drilling performance 

of cutting 
models for 

The thin shear zone (plane) analysis for drilling [1-
3,6,10,11,16,18,19,20,22] uses elemental technique adopted 
to allow for changes in tool geometry and cutting speed with 
radius for different points on the lips and chisel edge. The 
geometry for general-purpose drills is shown in fig.1. Figure 
1 shows basic geometry and variables involved in a general-
purpose drill. The cutting action in the lip region was treated 
as a number of elemental 'classical' oblique cutting elements 
[14,20], each with different normal rake angle inclination 
angle i and resultant cutting velocity V w depending on the 
mean radius of the element as shown in fig.2. 

It is usual practice when predicting the forces and torque in 
drilling to use the oblique model to represent the lip edge 
and the orthogonal model to represent the chisel edge. Hence 
the chisel edge can be modelled in two dimensions but the 
added complexity of three dimensions is required for the lip 
region. The angles and i were found from the commonly 
specified drill pint features 2p, 2W, and D and the mean 
radius of the element r. 

The elemental deformation forces dFp, dFQ and dFR (fig.2) 
were then evaluated from the 'classical' oblique cutting 
equations [ 13,20] given the elemental area of cut dA and the 
basic cutting data such as shear stress and the chip length 
ratio rl. The edge forces [13] were also evaluated to give the 
total force on each element. The forces thus found were used 
to establish the elemental thrust and torque. Summing up the 
elemental values of thrust and torque, the total thrust and 
torque generated by the lips during drilling were then 
predicted [13]. 

The cutting edge in the chisel edge region was also divided 
into a number of elements. The chisel edge was 
approximated to a straight line perpendicular to the drill axis 
and the elemental static chisel edge normal rake angles 
[ 13,20] were treated as constant for all points on the chisel 
edge and numerically equal to the half of the wedge angle at 
the chisel edge at the drill 'dead centre'. The chisel edge 
wedge angle could be obtained from measurement of the 
drill, for the unspecified flank shape of a general-purpose 
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drill. Due to the high negative rake angles and low cutting 
velocities encountered at the chisel edge, a discontinuous 
orthogonal cutting model was applied [14,20]. 

Helix 

Figure 1. Geometry and shape of general purpose drill 

The elemental chisel edge length dLc, the mean radius r, 
dynamic angles and cut thickness at each element for the 
selected number of elements could be obtained, hence the 
elemental thrust and torque on the chisel edge could be 
determined by summation of the elemental thrust and torque 
values. The total thrust and torque on the drill as a whole 
were found by summing the corresponding values in the lip 
and chisel edge regions [4,13,14,17,21]. 

The thrust and torque predictions using the mechanics of 
cutting models were± 15% to the experimental values while 
machining S 1214 free machining steel [ 14]. While the 
approach above seems most promising for thrust and torque 
prediction, it should be noted the commonly specified drill 
point features 2p, 2W, and D and r, together with cutting 
conditions Nand f should be given to predict the thrust and 
torque in drilling. The accuracy of the mechanics of cutting 
approach depended on these features along with the 
orthogonal cutting data bank. Therefore the accuracy of this 
traditional approach to predictions, was found to be 
dependent on the reliable orthogonal cutting data bank, the 
accuracy of the edge forces and the reliable estimation of 
drilling geometrical features. Neural network modelling 
involved a fewer parameters for the simultaneous prediction 
of thrust and torque as discussed below. 
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Figure 2. Elemental deformation forces in drilling [2] 

3. Brief Description of Back 
Propagation and Optimised Layer by 
Layer (OLL) Neural Network 
Architectures 
While the specified literature provides adequate theory on 
the neural network models studied in this paper, it is useful 
here to consider the basic theory associated with each of 
these neural networks with an understanding of the industrial 
application applied. It is important to note that while the 
objective of each neural network is to predict the values of 
thrust and torque in drilling, the architecture and algorithms 
used by each network to achieve this are significantly 
different. A brief note on the BP and OLL networks is 
discussed below. 

The standard backpropagation network [5,6,8,15,23,24] 
comprises 3 layers of processing elements, fully feedforward 
connected. With the sigmoid on the hidden layer as shown in 
the figure 3 below, only the basic equations are : 

H 

Yk = 
j=l 

1 z.=-----
1 1 + exp(-Bj) 

2 
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= .. x. ] 
i=O 

3 

The Least Mean Square error 
1 M 2 

E= -tk) 4 

All the data is scaled between 0 .. 1 but it can be scaled 
between -1..1 to standardise all the inputs with various 
dimensions. The weights Wji and uki are assigned random 
numbers in the range -1..1, and a random pair of input I 
output vectors are picked from the training set. The input 
vector is fed through the network to get an output vector 
(feed forward process), this is then compared with the output 
vector and an error is found. 
This error is then passed back through the neural network 
(back propagation process) to modify the weights using the 
following equations 

new old A 
ukj = uki + 5 

= + ji 6 
The gradient descent optirnisation technique is used to 
calculate the change in each weight. This is then repeated by 
picking another random pair of input I output vectors and 
continuing until the error is at a minimum. 

Input layer Hidden layer Output layer 

O=l..N j=l..H k=l..M 

Figure 3. Multi-Layered Back Propagation Neural 
Network 

Momentum can be used to decrease times in training and the 
chance of the network getting stuck in a shallow minimum. 
This is done by accelerating the convergence of the error but 
is not applied in this situation. 

The architecture of an OLL network [9], shown in Figure 4, 
consists of an input layer, one or more hidden layers and an 
output layer. All input nodes are connected to all hidden 
nodes through weighted connections, and all hidden 
nodes are connected to all output nodes through weighted 
connections, 
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Input Layer 
i=O .. M 

Hidden Layer 
j=O .. H 

OuputLayer 
k=l..N 

Figure 4. Basic Structure of an Network [9] 

Training Algorithm of OLL with one hidden layer(fig.4.) 

Step 1 Initialize weights : set all weights to small random 
value range(-1,1) 

Wii : weight connecting input node i to hidden layer node j 
V : weight connecting hidden node j to output layer node k 
Set weight factor = 0.0001, set Bias value= 1 

{ Optimization of output-hidden layer weight Step 2 to 3 } 
Step 2.1 Calculate the response of each hidden layer node by 
the activation function, the Sigmoidal function, until the end 
of training patterns by following equation. 

For j= 1 to the last node at hidden layer 
w l neti = ji 

where = w e i g h t e d  s u m m e d  input to hidden layer node j 
= summation from i=0 to M (fig.4.) 

For j=1 to the last node at hidden layer 
f(neti ) = 1/( 1 + exp( -netj) ) 

= f( neti) 
where : the output value of hidden layer node j 

Step 2.2 Calculate weights = B 
= matrix { ajjl } ; 

ajjl .. H 
= matrix { bj,k } ; 

bi.k = tk oi] : k= l .. N (number of output nodes) 
where = target output for node k 

P = number of training patterns 
= summation from q= I to P 

Step 3.1 Calculate the response of each output layer node by 
the activation function, the linear function : 

For k=l to the last node at output layer 
netk = [oj kj] 

Yk = f( 
where weighted summed input to output layer node k 

Yk = the output value of output layer node k 
summation fromj=O to H (fig.4.) 

Step 3.2 Calculate Root Mean Square error (RMS) 
RMS = 

Australian Journal of Intelligent Processing Systems 



=

36 

{Optimization ofthe input-hidden layer weight Step 4 to 8 } 
Step 4.1 Calculate linearized weights in each output layer 
node: 

For k=l to the last node at output layer 
Vlinkj = [f(net0 vkj] 

Where Vlinki = linearized weight connecting hidden node j 
to output layer node k 

f(x) =derivative of the sigmoidal function 
= f(x)[l-f(x)] 

Step 4.2 Calculate weight correction term : 
= x bu 

Au(s.s) = matrix { } ; 
: for (j h) = Lk=N((VlinkjXi)(Vlinkhxm)) 
: for (j =h) = I.k=N((Vlinkjxi)(Vlinkhxm)) 

+ kj)f' (neti) Xi Xm 
= vector { } ; 

bii = Vlinki xi] 
where =summation from k=l toN (fig.4.) 

abs(x) = absolute value of x 
Remark : matrix Au is (S x S ) dimension square matrix. 

vector bu, W opt is (S) dimension vector. 
S= H x (M+l) dimensions (fig.4) 

Step 4.3 Calculate Wtest by adding weight correction term: 
For j= 1 to the last node at hidden layer 

For i=O to the last node at input layer 
Wtestii (new)= Wii (old)+ 

Step 5 Calculate Root Mean Square error (RMStest) by 
usingWtest 

RMStest = 

Step 6 Compare between RMS and RMStest : 
If (RMSTest > RMS) then 

= * 1. 2 (increase 
Go back to Step 4 

Step7 If (RMSTest < RMS) then 
Wii = Wtestii 
RMS = RMStest 

Step 8 Decrease weight factor 
= *0. 9 (decrease ) 

Step 9 Do Step 2 to Step 8 until the end of iterations 

4. Development of Training Data 
Results and Discussion 

In order to train the network on a comprehensive range of 
cutting conditions and process variables, drilling 
experiments were carried out. ANCA automatic drilling 
machine was used to carry out the experiments. The thrust 
and torque were measured using three component 
dynamometer and associated data acquisition system. Taking 
the handbook recommendations and associated feasible drill 
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geometrical features a total of 72 experiments were carried 
out. The training of the network is carried out for the 57 
cutting conditions above. All the input variables were scaled 
between 0-1 and the training was carried out over 57 
combinations of cutting conditions. 

z 

l 1\ 
r 1 \1 

' \/V\1 1 ' vu 
) 1 ' 

c 

\ ' .!! . 

Figure 5a,5b. Prediction of the neural network models at 
training stage and comparison with conventional 

methods and experimental values 

The training was found to be excellent accuracy with a small 
error at training stage indicating that the network is well 
trained with only 10 inputs and meets the target thrust and 
torque accurately. The ten inputs were PI, P2, dP, and 
D and W/R, together with cutting conditions eR and ee and 
f. It can be seen that the BP and OLL neural networks have 
trained well with great quantitative accuracy highlighting the 
predictive capability of the networks 

The error was calculated using the deviation formula 
(Predicted-Exp./Exp.)*IOO and the percentage deviations at 
the training stage were excellent as shown in Table I for the 
thrust and for the torque respectively. It can be seen from 
Table I that at the training stage for both thrust and torque 
there is no significant bias either for over prediction or under 
prediction for both BP and OLL neural network models. 
The neural network architecture was tested over 15 various 
conditions. The multi-layer perceptron with back 
propagation program was run to check the predictability of 
the neural network model for the testing stage. 
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Method %Deviation 
Thrust Torque 

Training training 
Conv 3.91 -8.79 
BP -1.25 0.19 

OLL 0.07 0.18 
Table I. Average percentage deviations for training 

predictions for BP and OLL compared to 
conventional methods 

From testing point of view, the histograms in the Fig.6a-f 
highlight the comparison of the quantitative accuracy of 
three different approaches to thrust and torque prediction. 
The average percentage deviations of predicted thrust and 
torque by conventional methods are 4.20% and 10.25% 
respectively (Fig.6a and d). For neural network based 
predictive models, BP had an average percentage deviations 
of -4.68 and -2.00% (Fig.6b and 6e) and OLL had average 
percentage deviations of -0.56% and 1.03% for thrust and 
torque respectively (Fig.6c and 6f). Comparing with 
conventional method, neural network approaches yield 
higher quantitative accuracy. While the dispersions of 
histograms of all three models are similar, it is evident that 
neural network approaches can offer high accuracy 
prediction. 

Frequency 

3+---------------

% Error (Fig. 6a) 

Figure 6a. Thrust testing - conventional 

Frequency 

5+--------

% Error (Fig. 6C) 

Figure 6b. Thrust testing - BP 
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Figure 6c. Thrust testing - OLL 
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2 

Error (Fig. 6b) 

Figure 6d. Torque testing- conventional 

Frequency 

+---------
3 +---------
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Error (fig. 6d) 

Figure 6e. Torque testing - BP 

Frequency 

4 +----------

2+----

% Error (Fig. 61) 

Figure 6f. Torque testing - OLL 
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Figure 6a-f. Histograms of percentage deviation of 
conventional methods and BP and OLL networks in 

testing data. 
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5. Conclusion 
The need for reliable and simultaneous prediction of thrust 
and torque in drilling operations is highlighted. Mechanics of 
cutting approach to thrust and torque predictions has been 
extensively used in the past. The mechanics of cutting 
approach and its complexity is highlighted in this paper from 
predictive point of view. It has been shown that a number of 
process parameters is required together with for the drilling 
performance prediction. The accuracy is further tested when 
reliable geometrical features are not established. In this work 
the well-established multi-layer back propagation neural 
network (BP) with 2 outputs has been chosen as a first 
architecture together with optimised layer by layer feed 
forward network (OLL) for performance prediction as a 
second architecture. Experiments were carried out over a 
range of cutting conditions to gather thrust and torque 
components in drilling operations. A range of drilling 
conditions covering 57 different cutting conditions and tool 
geometrical features were selected as a training set. The 
neural network algorithm has trained well with excellent 
quantitative accuracy with less that 2% average percentage 
deviation to the experimental values using both BP and OLL 
networks. The network is tested with 15 different cutting 
conditions and showed excellent predictive capability. The 
average percentage deviation of predicted thrust and torque 
by conventional methods are 4.20% and 10.25% 
respectively. For neural network based predictive models, 
BP had an average percentage deviation of -4.68 and -2.00% 
and OLL had average percentage deviations of -0.56% and 
1.03% for thrust and torque respectively. 
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Abstract: Customer Relationship Management (CRM) 
initiatives have gained much attention over the past few 
years. Although CRM involves technology, the important 
success factor involves the strategy of building your 
business around the customer. With the aid of data mining 
techniques, businesses can formulate specific strategies for 
different customer bases more precisely. Intelligent 
techniques such as neural networks allow complex 
functions relating customer behaviour to internal business 
processes to be learned more easily; and fuzzy theory 
allows industry expertise and experience from business 
managers to be integrated into the modelling framework 
directly, thus it is suggested that these techniques can be 
used in the CRM framework to enhance the creation of 
targeted strategies for specific customer bases. 

1. INTRODUCTION 

Computational intelligence especially with the use of 
fuzzy rule based systems and Artificial Neural Networks 
(ANNs), is an emerging technology used to solve many 
problems of high complexity. This paper examines the use 
of intelligent techniques for data mining that can be used 
in Customer Relationship Management (CRM) to create 
specific targeted strategies for different customer bases. 
When businesses first used computers to store data, data 
mining technology started to evolve as a new technology 
in navigating through the database. Its purpose is mainly 
helping businesses to focus on important and useful 
information, by extracting the hidden predictive 
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information from large databases. Basically, data mining 
techniques perform these predictive features based on 
modelling. The known situation is used to build the model, 
and then it is applied to another situation where it is not 
known. The objective of the data mining technique is to 
automate the detection of relevant patterns in a large 
database. The commonly used techniques in data mining 
are Artificial Neural Networks [4], decision trees [6,13], 
genetic algorithms [25, 27], nearest neighbour method 
[14], and rule induction [1]. 

In recent years, CRM initiatives have gained much 
attention. The International Data Corporation (IDC) 
expects the global market for CRM applications will 
exceed US$12 billion by 2004, from about US$3.3 billion 
in 2000. They have also indicated that in Australia about 
65% of their survey respondents considered CRM to be 
either their first or second development priority. 

Although CRM involves technology, the important success 
factor involves customer-focused strategy. A recent study 
in the US indicates that many businesses are dissatisfied 
with their current CRM initiative involving multi-function 
CMR software [8]. The report cited lack of customer focus 
and less adaptation to their unique requirements as reasons 
for their dissatisfaction. This paper posits that with the aid 
of data mining techniques, businesses can formulate 
specific customer focused strategies more easily and 
scientifically and therefore be more satisfied with their 
CRM initiatives. As the term CRM suggests, there are 
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three main areas of focus: (1) the Customer, (2) the 
Relationship, and (3) Management of the relationship 
[McLaughlin,Nykamp]. Loyal customers are valuable 
assets for a business. Studies have shown that a 5% 
increase in customer retention can lead to a 25-100% 
increase in customer value [22]. Relationships with 
customers are driven primarily by the value the customer 
perceives from the relationship. Heskett et al. [ 15] have 
offered a model of customer value as shown below: 

results + process quality 
value; = . . . . (1) 

pnce + aquisition cost 

From the above model, we can see that value for customer 
i has several components. The first component, results, 
refers to the idea that customers buy results and not 
products and services. To the extent a product or service 
enhances the desired result it increases customer value. 
Process quality also increases customer value. The way in 
which a service is delivered is often as important as the 
result itself. Price is also a component of customer value 
but not the only component. The costs of acquiring a 
product or service can sometimes overshadow the price 
itself. Data mining technology can enhance the 
understanding of different components of customer value 
as well as the needs and background of the customer 
[Thearling]. Different components of customer value 
provide opportunities for enhancement and management of 
the relationship with individual customers. From equation 
1, we can see that value is defined at the individual level 
(hence the subscript i). Therefore it is important to 
identify the components of value that are unique to each 
customer or customer base in order to create unique value 
propositions to that customer base and manage those 
relationships appropriately. 

One method of identifying components of value and 
opportunities for relationship enhancement is the 
identification of customer segments. In marketing 
research, this is normally known as market segmentation 
[Wedel]. Market segmentation breaks down a 
heterogeneous market into a number of smaller 
homogeneous markets where special treatment and care 
can be used to address a more precise satisfaction factor of 
the customer needs. Segmentation can normally be 
classified as a-priori and post-hoc approaches [30]. In 
CRM, the market to be segmented is the customer base. In 
this paper, data mining tool using ANN and fuzzy theory 
has been proposed in part of the CRM building block. 

2. DATA MINING IN CRM 

In order to understand a customer, it has to start from 
analysing all the relevant data belonging to the customer, 
thus data mining is the intelligence behind a successful 
CRM strategy [19]. This technology is to transform data 
into useful information for business to focus on customers. 
There are basically two main types of data mining: 
descriptive and predictive. Descriptive data mining 
generates information about the data so that we can realise 
some interesting underlying information. Predictive data 
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mmmg makes use of past patterns and information in 
predicting what a customer will buy in the future. With 
most of the present techniques as mentioned in the 
introduction and those presented in [2], it is difficult to 
simultaneously perform these two analyses in the same 
model. 

There are five main steps in the process of implementing a 
successful data mining solution for CRM [24]: setting 
goals, data collection, data preparation, analysis and 
prediction, and measurement and feedback. When setting 
the goals, identifying the market segmentation model is 
important. It can allow reasonable goals under each 
segment to precisely address the issues like retention, risk 
avoidance as well as possible cross selling [24]. In data 
collection and preparation, it is important to address the 
issues like feature selection, parameter identification and 
handling of missing data [24]. When building analysis and 
prediction models, different methods may have to be used 
in each different segment to meet the intended goals. A 
crucial point in gaining business confidence in establishing 
a model is to avoid a total "black box" method that 
eliminates the contributions of the expert in the business. 
In this paper, we make use of neural networks to learn the 
underlying function and use fuzzy rules to allow expert 
understanding. 

3. ARTIFICIAL NEURAL 
NETWORKS 

In the last decade, Artificial Neural Networks (ANNs) 
have emerged as an option for inferential data analysis and 
complex data analysis problem [11]. The observation 
sample that is used to derive the predictive model is known 
as training data in an ANN development. The independent 
variables, or the predictor variables, are known as the input 
variables and the dependent variables, or the responses, are 
known as the output variables. 

In supervised learning [16], an ANN makes use of the 
input variables and their corresponding output variables to 
learn the relationship between them. Once found, the 
learned ANN is then used to predict values for the output 
variables given some new input data set. 

Backpropagation Neural Network (BPNN) as shown in 
Figure 1 is the most widely used neural network system 
and the most well known supervised learning technique 
[23]. Back propagation is a systematic method for training 
multilayer ANN. It has been implemented and applied 
successfully to various problems. A basic BPNN consists 
of an input, an output and one or more hidden layers. Each 
layer is made up of a number of neurons that are connected 
to all the neurons in the next layers. However, the output 
layer will only generate the results of the network. 
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Figure 1: Backpropagation Neural Network 

The objective of training BPNN is to adjust the weights so 
that application of a set of inputs will produce the desired 
set of outputs. A training set containing a number of 
desired input and output pairs is used. The input set is 
presented to the input layer of BPNN. A calculation is 
carried out to obtain the output set by proceeding from the 
input layer to the output layer. After this stage, feed 
forward propagation is done. At the output, the total error 
(the sum of the squares of the errors on each output cell) is 
calculated and then back propagated through the network. 
The total error, E, can be calculated using: 

(2) 

where K is the number of patterns, L is the layer number, T 
is the expect target, and 0 is the actual output 

A modification of each connection weight is done and 
new total error is calculated. This back propagated process 
is repeated until the total error value is below some 
particular threshold. At this stage, the network is 
considered trained. After the BPNN has been trained, it 
can then be applied to predict other cases. 

For unsupervised learning, an ANN will only make use of 
the input variables and attempts to arrange them in a way 
that is meaningful to the analyst 

Self-organising Map (SOM) is a popular unsupervised 
neural network technique mainly because it is a fast, easy 
and reliable unsupervised clustering technique [18]. SOM 
is designed with the intention to closely simulate the 
various organisations found in various brain structures and 
has a close relationship to brain maps. Its main feature is 
the ability to visualise high dimensional input spaces onto 
a smaller dimensional display, usually two-dimensional as 
shown in Figure 2. In this discussion, only two-
dimensional arrays will be of interest. Let the input data 
space 9f' be mapped by the SOM onto a two-dimensional 
array with i nodes. Associated with each i node is a 
parametric reference vector 
where is the connection weight between node i and 
input j. Therefore, the input data space consisting of 
input vectors •• ,xJT, i.e. X can be 
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visualized as being connected to all nodes in parallel via a 
scalar weight The aim of the learning is to map all the 
n input vectors Xn onto m; by adjusting weights such 
that the SOM gives the best match response locations. 

Inputs Outputs 

Figure 2a: Self Organising Map 

layer 

Input layer 

Figure 2b: Visualisation for Self Organising Map 

SOM can also be said to be a nonlinear projection of the 
probability density function p(X) of the high dimensional 
input vector space onto the two-dimensional display map. 
Normally, to find the best matching node i, the input 
vector X is compared to all reference vector m; by 
searching for the smallest Euclidean distance 11 X - m; 11, 
indexed by c, i.e. 11 x-mc 11= min 11 x-m; 11. 

i 

During the learning process the node that best matches the 
input vector X is allowed to learn. Those nodes that are 
close to the node up to a certain distance will also be 
allowed to learn. The learning process is expressed as: 

m; (t + l) =m; (t) + hci (t)[X (t)- m; (t)] (3) 

where t is a discrete time coordinate, and hc;(t) is the 
neighbourhood function. 

After the learning process has converged, the map will 
display the probability density function p(X) that best 
describes all the input vectors. At the end of the learning 
process, an average quantisation error of the map will be 
generated to indicate how well the map matches the entire 
input vectors Xn. The average quantisation error is defined 
as: 
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E = X -me 11 2 p(X)dX (4) 

ANN analysis is quite similar to statistical approaches in 
that both have learning algorithm to help them realise the 
data analysis model. However, an ANN has the advantages 
of being robust with the ability to handle large amounts of 
data. Although the training of the ANN could takes a long 
time, but with configuration modification like Modular 
Neural Network [12,31] and the advancement of the 
computing power, it is normally acceptable. After training, 
the BPNNs should be able to produce output almost 
instantly without needing complicated mathematical 
calculation. 

4. FUZZY THEORY AND FUZZY 
CLUSTERING 

Fuzzy theory works on the basis derived from fuzzy sets 
[32,17]. A fuzzy set allows for the degree of membership 
of an item in a set to be any real number between 0 and 1, 
this allows human observations, expressions and expertise 
to be modelled more closely. The membership function of 
a fuzzy set A is denoted by: 

A: [0,1] (5) 

Once the fuzzy sets have been defined, it is possible to use 
them in constructing rules for fuzzy expert systems and in 
performing fuzzy inference. Fuzzy system can produce 
more accurate results based on the basic idea of the 
defuzzification. A defuzzification technique is used to 
calculate the conclusion by evaluating the degree of 
matches from the observation that triggered one or several 
rules in the model. This will lead to a better result by 
handling the fuzziness in the decision making. Thus, the 
fuzzy technique can improve the statistical prediction in 
certain cases. 

Fuzzy sets allow human expertise and decisions to be 
modelled more closely, thus it is suggested in this paper 
that it can be used in the CRM model. A set of example 
data or knowledge from the business analyst is used as the 
basic knowledge available to build the fuzzy rule base. 
Using knowledge from the business analyst, fuzzy rules 
can be hand-coded into the CRM model. However, with 
the availability of the vast amount of data, it will be useful 
to extract knowledge from the data directly. This has the 
advantage of discovery new knowledge or relations 
underlying the data. In extracting fuzzy rules from the 
data, the first step is to translate all the available data into 
linguistic fuzzy rules using linguistic labels. The following 
algorithm outlines the steps in extracting the fuzzy 
linguistic rules from the available data. For k inputs, the 
given input-output data pairs with n patterns: 
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(XI I. I) 1 ••• ,xk,y 

( 2 2. 2) X!, ... ,Xk,y 

( ... y n ) 

The number of linguistics terms T and the distribution of 
data in the regions of the whole domain are first 
determined. For ease of interpretation and computational 
simplicity, the shape of the membership function used in 
this algorithm is triangular. In this case, we will obtain for 
every xe X, 

At E F (X) [ 0,1] for all te T (6) 

After the fuzzy regions and membership functions have 
been set up, the available data set will be mapped. If the 
value cuts on more than one membership function, the one 
with the maximum membership grade will be assigned to 
the value: 

After all the data sets have been assigned with a fuzzy 
linguistic label, Mamdani type fuzzy rules are then formed 
and centroid defuzzification is used. 

After fuzzy rules have been generated from each data 
point, repeated rules are removed. In the event that there 
are repeated fuzzy rules, the number of repetitions of the 
fuzzy rules and the firing strengths of the rules will be 
examined to resolve conflicts. 

Besides using fuzzy theory in the data mining process of 
the CRM model, fuzzy clustering can also be used. This 
provides a more precise measure to the company in 
delivering value to the customer and profitability to the 
company. Given a set of data, clustering techniques 
partition the data into several groups such that the degree 
of association is strong within one group and weak for data 
in different groups. Classical clustering techniques result 
in crisp partitions where each data can belong to only one 
partition. Fuzzy clustering extends this idea to allow data 
to belong to more than one group. The resulting partitions 
are therefore fuzzy partitions. Each cluster is associated 
with a membership function that expresses the degree to 
which individual data belongs to the cluster. Fuzzy C-
Means (FCM) clustering has been very reliable and 
popular in performing fuzzy clustering [3]. 

Given a set of data, FCM clustering iteratively search for a 
set of fuzzy partitions and the associated cluster centres 
that represent the structure of the data. The FCM 
clustering algorithm relies on the user to specify the 
number of clusters present in the set of data to be 
c l u s t e r e d   Given the number of cluster c, FCM clustering 
partitions the data X= ... ,xnJ into c fuzzy partitions 
by minimizing within group sum of squared error objective 
function using the following equation: 
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where V) is the sum of squared error for the set of 
fuzzy clusters represented by the membership matrix U, 
and the associated set of cluster centres V. 11.11 is some inner 
product-induced norm. In the formula, llxk- v;ll2 represents 
the distance between the data xk and the cluster centre v;. 
The squared error is used as a performance index that 
measures the weighted sum of distances between cluster 
centres and elements in the corresponding fuzzy clusters. 
The number m governs the influence of membership 
grades in the performance index. The partition becomes 
fuzzier with increasing m and it is proven that the FCM 
clustering converges for any mE (l,oo). 

5. CRMMODEL 
In this part of the paper, part of a typical CRM model used 
by a business is proposed to show the use of the intelligent 
techniques as a data mining technique. The model was 
discussed and possible areas that neural and fuzzy can be 
used as a data mining technique was also investigated. 

The building blocks of the CRM model provide a 
framework to deliver value to the customer and 
profitability to the company. This framework starts with 
differentiating customers along two dimensions, by their 
value to the firm, and by their wants and needs. The first 
dimension focuses on customer valuation measurement by 
understanding the value a customer represents to the 
company. This measurement identifies revenue growth 
potential from repeat purchases, referrals, and expanding 
scope of business. Customer loyalty is an important 
component of this first dimension. The second dimension 
looks at the customer preference to determine what are the 
wants and needs of customers, i.e., the customer value 
proposition. This measurement examines the results that a 
customer is trying to achieve, and determine whether the 
company can bundle products to deliver the results. 

Basically, these two dimension form the basis for the CRM 
model [21] as shown in Figure 3. Please take note that in a 
CRM process, it is a cycle. Each time you repeat the cycle, 
more data and experience will be accumulated for the 
analysis model. This will put your company in a better 
position to meet customers' needs and increase revenue. 

The investigation performed in this paper has proposed 
methods for understanding and differentiating customers 
using ANN and Fuzzy Logic which are the foundation for 
all other components of the CRM model in Figure 3. 

FCM clustering is frrst used to perform an analysis on the 
available information and to perform unsupervised 
clustering. The FCM clustering identified different 
segments by using input parameters contributed by 
quantifying customers' needs, characteristics and 
behaviours. At the end of the clustering, each customer 
will be assigned to some fuzzy memberships that 
contribute to the whole distribution as well as to the 

Volume 7, No. 1/2 

43 

different segments. After the FCM clustering has identified 
the segments with fuzzy partition, a set of fuzzy rules can 
also be extracted based on the clustering information. This 
will allow the business analyst to gain knowledge on how 
the segments are determined. Business analyst can 
examine the set of fuzzy rules to modify the behaviour of 
the clustering model, as well as to incorporate their own 
knowledge and experience. Beside the advantage of 
providing a set of understandable fuzzy rules, the fuzzy 
partitions together with the fuzzy memberships generated 
for each customer will allow next steps to be constructed 
easily and efficiently. With the extracted information, a 
customer's needs and expectations can be understood 
better. As a human, we do not always belong to a cluster. 
However, depending on the situations and circumstances, 
we may also have a certain degree of belonging in other 
segments at some time. With the assistance of fuzzy rules, 
fuzzy partition and fuzzy scores, this characteristic can be 
modelled more precisely. 

In order to map to the existing marketing research 
knowledge base, SOM can first perform clustering in 
determining the behaviour of the customer. As we assume 
that this database is normally more complex and higher in 
input dimensional, SOM will be of favour to the FCM 
clustering. After the marketing research database has been 
separated into different cluster, BPNN can then use to map 
the two together to produce some meaningful 
interpretation of the two clusters. As business analyst will 
normally require understanding in the mapping, the fuzzy 
rule extraction technique can then used to extract fuzzy 
rules from the learned BPNN. This will enable the model 
to be understood and handle any vagueness in the data. 

For customer loyalty management, an interesting 
application involves the use of call centre to enhance 
process quality through customer service. After a 
customer calls the call centre with a question or problem, 
an exit survey measures the satisfaction of the customer 
with the service performed. The data collected on 
customer satisfaction can be used as the basis for a 
decision support system which can be used to generate 
reports and alert managers of potential service quality 
problems. 

The decision support system can be constructed using 
fuzzy memberships and fuzzy rules. In the very beginning, 
the business analyst has to hand-code the fuzzy rules based 
on their experience and knowledge. After more data have 
been collected, fuzzy rules can be constructed directly 
from the data. Business analyst will then need to verify the 
fuzzy rule base. The advantage of using fuzzy theory in 
mining the pool of surveyed customer is that, it will alert 
the client manager even though the warning signal is 
uncertain. The client manager can then decide on the 
seriousness of the warning signal based on the fuzzy firing 
strength and by examining relevant parameters. 

Besides generating the warning signal, the overall 
customer voice data can be used in constructing segmented 
fuzzy rule bases to signal any change of trends in customer 
perception of service quality and product satisfaction. As 
the fuzzy rule bases work on fuzzy memberships, the 
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customer's based on products to by customer customers increased customer valuable 
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needs, customer's prospective customer prospective 
characteristics, needs customers customers 
and behaviours 

Customer preference measurement Customer valuation Customer loyalty measurement 
measurement 

Ftgure 3: CRM Process Model 

degree of changes can be model more closely to produce a 
more reliable analysis of the market. 

6. CONCLUSION 
This paper has examined the possibility of using intelligent 
techniques in the CRM model. The paper also highlighted 
two area in a typical CRM model where the use of 
intelligent techniques can improve the decision making 
process. The advantage of using fuzzy theory in CRM is 
that the business analyst can gain in-depth understanding 
into the data mining model. With the understanding of the 
model, the analyst can modify and add-on knowledge and 
experience into the model. Besides, fuzzy theory can 
handle uncertainties in the data more efficiently than 
traditional data mining techniques. 
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Abstract 
This paper investigates fitness sharing in 
genetic programming. Implicit fitness 
sharing is applied to populations of 
programs. Three treatments are compared: 
raw fitness, pure fitness sharing, and a 
gradual change from fitness sharing to raw 
fitness. The 6- and ]]-multiplexer problems 
are compared. Using the same population 
sizes, fitness sharing shows a large 
improvement in the error rate for both 
problems. Further experiments compare the 
treatments on learning recursive list 
membership functions; again, there are 
dramatic improvements in error rate. 
Conversely, fitness sharing runs achieve 
comparable results to raw fitness using 
populations two to three times smaller. 
Measures of population diversity suggest that 
the results are due to preservation of 
diversity and avoidance of premature 
convergence by the fitness sharing runs. 

Introduction 
Genetic programming has been applied to a wide 
range of problems, including some where performance 
equal to or better than the best human performance 
has been demonstrated. Nevertheless, genetic 
programming, like all evolutionary algorithms, can 
suffer from the phenomenon of premature 
convergence, whereby variation is eliminated from a 
population of fairly fit individuals before a complete 
solution is achieved. 
Premature convergence has been heavily studied in 
the evolutionary community, and a number of 
mechanisms for preserving and enhancing variation 
within populations have been proposed. One class of 
such mechanisms goes by the name of fitness sharing. 
Fitness sharing was introduced by Deb and Goldberg 
[2]. That form, known as explicit fitness sharing, 
relies on a distance metric to cluster population 
members. Members which are similar to each other 
are punished for this similarity by being required to 
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share their fitness, while isolated individuals retain all 
the fitness value that they achieve. 
Some years later, Smith, Forrest and Perlson [8] 
introduced implicit fitness sharing for concept 
learning problems. Implicit fitness sharing differs 
from the explicit form in that no explicit distance 
metric is required. Instead, all population members 
which correctly predict a particular input/output pair 
share the payoff for that pair. 
Implicit fitness sharing extends readily to many 
genetic programming approaches, but with the 
increased complexity of genetic programming search 
spaces there is a risk that the benefits of fitness 
sharing may be dissipated. This paper investigates 
fitness sharing for three genetic programming 
problems. 

Implicit Fitness Sharing 
Implicit fitness sharing makes a two key assumptions 
about the nature of the problem to be solved. Firstly, it 
is assumed that the overall (raw) fitness of an 
individual may be determined by summing its 
performance over a set of sub-problems. Secondly, it 
is assumed that each sub-problem has only a small 
number of possible outcomes (often two). For 
example, with concept learning problems, the raw 
fitness of the individual is the sum of the reward for 
the individual cases, and the reward for an individual 
case is 1 if the individual correctly predicts that case, 
otherwise 0. Mathematically, for each program i 

fraw(i)= 
cecases 

The implicitly shared fitness of an individual is 
calculated instead by dividing the reward for each 
case by the number of individuals which make the 
same prediction for that case, before summing over 
cases: 

reward(i(c)) 
fshare(i) = df '( )) 

cecases \i 

Implicit fitness sharing provides selection pressure for 
each individual to make different predictions from 
other individuals, modifying the simple pressure to 
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make accurate predictions which is provided by raw 
fitness. So evolutionary search with fitness sharing 
gives a less eager search than with raw fitness; this 
can result in lower performance early in a run, but is 
more than outweighed, for these problems, by a delay 
in convergence of the algorithm, and better overall 
performance. 

Experimental Setup 
Experimental Problems 
Three simple prediction problems were used as test 
cases: the 6- and 11-multiplexer problems and the 
recursive list membership problem. The 6-multiplexer 
problem is to predict the output of a multiplexer 
having as inputs two address and four data lines; the 
11 multiplexer problem extends this to three adress 
and eight data lines. The recursive list membership 
task is to learn a lisp-like expression for list 
membership. 
A fourth, more complex real-World problem was 
taken from the field of Ecological Modelling. In this, 
the learner attempts to predict the distribution of an 
Australian arboreal marsupial, the Greater Glider 
(Petauroides volans) from spatial distributions of 
forestry variables. The greater glider dataset is 
described in detail in [9]; briefly, it consists of a 
20*20 grid of cells. For each cell, the values of seven 
independent variables are recorded: the degree of 
development (D - 3 categories); whether there exists a 
stream corridor (ST - 2 categories); stand condition 
from a forestry perspective (SC - 6 categories); site 
quality from a forestry perspective (SQ - 4 
categories); floristic nutrients (FN - 4 categories); 
slope (S - 3 categories); and erosion (E - 3 categories) 
(NB in the study area, all sites were highly eroded, 
E=3, so the erosion attribute may be effectively 
ignored). For each cell, we also have a value for the 
putative dependent variable, the greater glider density 
(GD - 4 categories, ranging from 0-absent to 3-
abundant). 

Table 1: 6-Multiplexer Grammar 

and 

not 

d3 
The software is based on Ross' [7] DCTG-GP system, 
modified by the incorporation of implicit fitness 
sharing. DCTG-GP is a grammar-guided genetic 
programming system [11], but the grammars used in 
these experiments simple encode typing, so the results 
extend to many forms of tree-based genetic 
programming. All three problems are taken from [12]. 
The grammar used for (table I) the 6- and 11-
multiplexers are identical except for the addition of an 
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extra address line terminal 'a2', and four extra data line 
terminals, 'd4', .. ,'d7' in the latter. 
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Table 2: List Membership Grammar 

if EXPN EXPN M 

EXPN atom 
EXPN eq LST LST 
EXPN x 
EXPN 
EXPN 

LST 
rest LST 

The grammar used for the list membership problem 
(table 2) permits the system to learn a recursive 
definition. The recursive call to member allows the 
possibility of infinite loops. To handle this, a count of 
the depth of looping was kept, and a depth greater 
than 20 caused the function to return the value 1oop', 
which was treated in fitness evaluation as an incorrect 
answer. 

Table 3: Glider Density Grammar 

expr -> 

default-> 
ifl -> 
If -> 
spab -> 
spab -> 
spab -> 
spab -> 
spab -> 
spatial -> 

local -> 
local -> 
local -> 
property-> 

vals(dev)-> 

vals(stream)-> 

vals( stand)-> 

vals(quality)-> 

vals( floristic )-> 

vals(slope)-> 

ifl 'absent' 
if 'rare' 
if 'common' 
if 'abundant' 
default 
'absent '1''rare '1' 'common '1''abundant' 
'if' 'stand''=' 'outside_study' 
'if' spab 
'and' spab spab 
'or' spab spab 
'not'spab 
spatial 
local 
'within' { '01'1 1'2'1'undef'} 'exists' 

local 
'orr' local local 
'nott' local 
property 
Att = 'dev' I 'stream' I 'stand' I 

'quality' I 'floristic' I 'slope'} 
{'<'I '=<' I '='I '>='I '>'} 
vals(Att) 

{'undisturbed' I 'road_corridor1 ' 
pine_plantation '} 

{ 'no_stream_corridor' I 
'stream_ corridor'} 

{ 'outside_study' I 'rock' I 
'regeneration' I 'low' I 
'medium' I 'high'} 

{'outside_study' I 'low' I 'medium' I 
'high'} 

{ 'outside_study' 11ow' I 'medium' I 
'high'} 

{'flat' I 'moderate' I 'steep'} 
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The grammar for the glider density problem is shown 
in table 3. It is adapted without substantial change 
from that in [13]; it aims to permit spatial descriptions 
of the influences of the forestry variables on the glider 
distribution. The problem and experimental results are 
described in more detail from an ecological 
perspective in [5] 

Genetic Programming Parameters 
The experiments used half-ramped initialisation, and 
tournament selection. Parameter settings are shown in 
Table 4. 

Table 4: Multiplexer GP Parameters 

PARAMETER SPECIFICATION 

Number of Runs 100 
Generations per Run 100/400 
Population Size 500 
Max depth (initial pop) 8 
Max depth (subsequent) 10 
Tournament size 5 
Crossover Probability 0.9 
Mutation Probability 0.1 

The raw fitness for the 6-multiplexer experiment was 
the proportion of the 64 cases correctly predicted. For 
the 11-multiplexer experiments, computation time 
prevented evaluation of all 2048 cases, so a random 
subset of 64 distinct cases, independently selected 
each generation (but the same for all individuals in 
each generation) was used. 
The 6 multiplexer runs were terminated at 100 
generations, or earlier if a complete solution was 
found. The 11 multiplexer runs were terminated at 400 
generations or on finding a complete solution (this 
was taken to be a correct solution for the 64 test cases 
for that generation - the solution was not checked 
against the remaining 1984 cases. While some 
incorrect solutions may have been accepted, this does 
not affect the comparative evaluations which are the 
focus of this work). 

Table 5: List Membership GP Parameters 

PARAMETER SPECIFICATION 

Number of Runs 100 
Generations per Run 200 
Population Size 1000 
Max depth (initial pop) 8 
Max depth (subsequent) 10 
Tournament size 5 
Crossover Probability 0.9 
Mutation Probability 0.1 

For the list membership problem, a fixed set of 
membership examples was used: ten positive and ten 
negative cases, as shown in table 6. 
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Table 7: List Membership Cases 

The run parameters for the glider density problem are 
shown in table 8. 

Table 8: Glider Density GP Parameters 

PARAMETER SPECIFICATION 

Number of Runs 25 
Generations per Run 50 
Population Size 500 
Max depth (initial pop) 12 
Max depth (subsequent) 15 
Tournament size 5 
Crossover Probability 0.9 
Mutation Probability 0.1 

A much smaller number of runs were performed for 
this experiment, as the cost of computation is very 
much larger than for the demonstration problems. The 
aim of the experiment is to predict the density of 
greater gliders from the independent variables. In each 
run, 200 of the 400 grid cells were randomly selected 
as learning cases, the rest as test cases. 
Each experiment involved three separate treatments: 
• raw fitness 

implicit fitness sharing 

fitness sharing for the first 25% generations, raw 
fitness for the last 25%, with a linear ramp 
between the two - raw and shared fitnesses 
normalised each generation to have equal range 
before apportioningResults 

6-Multiplexer Results 
As shown in table 9, treatments using fitness sharing 
found a complete solution reliably, but the raw fitness 
treatment failed to find a solution in 16% of runs. 

Table 9: 6-Multiplexer Results 

rrREATMENT Raw Ramped Shared 
Fitness Fitness Fitness 

%SOLUTIONS 84 100 100 

Figure 1 shows the percentage of complete solutions 
for the 6 multiplexer, by generation. The two fitness 
sharing treatments clearly outperform the raw fitness 
treatment at all generations after the first ten. 
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Figure 1: 6-Multiplexer, Solutions Found 
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Figure 2: 6-Multiplexer, Error of Best Individual 

Figure 2 shows the error rate of the best individual, 
averaged over the 100 runs of each treatment Again, 
the two fitness sharing treatments yield consistently 
better results than that using raw fitness (the first ten 
generations are omitted to permit reasonable clarity in 
the graph). 

130 

120 

110 

100 
0 

,, 
80 

70 . 
60 --- Raw Fitness 
50 - Ramped Fitness 

-- Shared Fitness 
40 

0 20 40 60 80 100 
Generation 

Figure 3: 6-Multiplexer, Cover Variance 

The aim of fitness sharing is to preserve diversity in 
the population. If the population is highly diverse, 
then all cases in the dataset will be equally likely to be 
covered (indeed this is the principle behind implicit 
fitness sharing), so that a low variance in cover 
corresponds to a diverse population. Conversely, if the 
population has low diversity, some cases will be better 
covered than others, and the variance in cover will be 
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high. Figure 3 shows the variance in cover by 
generation, and clearly illustrates the ability of fitness 
sharing to maintain population diversity (the variance 
falls to zero when all runs have converged). 

11-Multiplexer Results 

Table 10: 11-Multiplexer Results 

TREATMENT Raw Ramped Shared 
Fitness Fitness Fitness 

%SOLUTIONS 50 99 99 

With the 11 multiplexer, there is again a very large 
difference between the performance of treatments 
using fitness sharing, and that using raw fitness. 99 of 
100 runs using fitness sharing, either throughout or 
ramped, found a solution, but only 50 of 100 runs 
using raw fitness did. 

80 

60 

40 

20 

- Raw Fitness
- Ramped Fitness 
-- Shared Fitness 

0 50 100 150 lOO l50 300 350 400 
Generation 

Figure 4: 11-Multiplexer, Solutions Found 

The fitness sharing approaches clearly outperform the 
raw fitness treatment for all generations after 
generation 50. There is a hint that the increase in 
eagerness of ramped sharing after the ramping cuts in 
at generation 50 may give slightly better performance, 
but at the cost of two extra parameters (the start and 
end point of the ramping). 

Raw Fitness 

0.3 

t: 0.15 

0.1 

0.05 

- Ramped Fitness 
-- Shared Fitness 

50 100 150 lOO l50 300 350 400 
Generation 

Figure 5: 11-Multiplexer, Error of Best Individual 

Figure 5 shows the error rate of the best individual, 
averaged over the 100 runs of each treatment (the first 
ten generations are omitted to permit reasonable 
clarity). 
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Figure 6 shows again the ability of fitness sharing to 
maintain population diversity. In this case, we can 
also see the decrease in diversity (increase in 
variance) of the ramped runs as raw fitness takes over. 
There is a corresponding small improvement in fitness 
of the ramped treatment compared with the pure 
fitness sharing treatment (figure 5). This presumably 
arises from the increase in eagerness - late in a run, 
eagerness may be beneficial. 

160 

140 

120
100 

80 

60 

40 

0 50 100 150 lOO 2 5 0 300 350 400 
Generation 

Figure 6: 11-Multiplexer, Cover Variance 

List Membership Results 
The list membership problem yielded similar results: 
the two fitness sharing treatments clearly outperform 
the raw fitness treatment at all generations after the 
first ten. 

Table 11: List Membership Results 

TREATMENT Raw Ramped Shared 
Fitness Fitness Fitness 

%SOLUTIONS 63 79 79 

100 
- Raw Fitness 
- R a m p e d  F i t n e s s  
-- Shared Fitness 

80 

70 
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40 \ 
--

30 
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Figure 7: List Membership, Solutions Found 

The error rate of the best individual, averaged over the 
200 runs of each treatment, shows similar results 
(figure 8), though the oscillatory behaviour of the 
fitness is interesting. On detailed examination, the 
populations in many runs contain a group of 
individuals with low error rate (and hence high raw 
fitness), and another group of very different 
individuals with higher error rate, but covering a 
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different subset of the test cases. Small fluctuations in 
the size of the second set are reflected in larger 
changes in the shared fitness of its members relative to 
the frrst set, and hence to the selection pressure toward 
it, resulting in the oscillations seen. 

0.14 

o.u 

t: 0.1 

0.08 

0.06 

0.04 _ _ _ _ 
20 4 0 6 0 8 0 100 120 140 160 180200

Generation 
Figure 8: List Membership, Error of Best 
Individual 
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Generation 
Figure 9: List Membership, Cover Variance 

This oscillatory behaviour can also be clearly seen in 
the cover variance graph (figure 9) 

Greater Glider Results 
The greater glider problem yielded slightly different 
results: the ramped fitness yielded the best results of 
all, but raw fitness outperformed the runs with shared 
fitness throughout. It appears that for this problem, 
exploration is important, but at the end of the run, the 
results of that exploration must be fully exploited to 
gain the benefits. The results are listed in Table 12. 

Table 12: Greater Glider Results, Best Individual 

Treatment Raw Ramped Shared 
Fitness Fitness Fitness 

Number of 144.0 149.2 135.6 
t r a i n i n g  cases ±4.1 ±4.0 ±8.4 
[predicted 
Number of Test 119.6 122.1 115.2 
cases predicted ±8.8 ±9.6 ± 11.6 

As confirmation that the poorer results for pure fitness 
sharing in this case were a result of the 
exploration/exploitation trade-off, we also 
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experimented with weighted population evaluation on 
the same data. In this case, exploitation is not so 
important, since the necessary information will be 
embedded somewhere in the population. We found it 
necessary to use the square of the fitness as a weight 
in order to give sufficient emphasis to the best 
population individuals. In this case, pure fitness 
sharing performed the best of the three methods, as is 
shown in table 13. 

Table 13: Greater Glider Results, Population 

Treatment Raw Ramped Shared 
Fitness Fitness Fitness 

Number of 143.7 148.0 151.4 
raining cases ±4.0 ±3.9 ±4.0 

predicted 
Number of Test 119.4 121.6 126.4 
c a s e s  predicted ±9.0 ±10.0 ±9.3 

Further Experiments: Population 
Size 
The results indicate that fitness sharing leads to 
improved predictive accuracy when other evolutionary 
parameters are kept the same. But computational 
requirements are an important issue in genetic 
programming. If fitness sharing allows us to obtain 
greater accuracy from similar sized runs, then 
presumably it will also allow us to obtain equivalent 
accuracy from smaller sized runs. Experiments were 
conducted with pure fitness sharing on different sized 
populations to determine what population size yielded 
similar predictive accuracy to raw fitness with the 
populations in the preceding runs. 

Table 14: GP Parameters for Multiplexer 
Population Size Experiments 

PARAMETER SPECIFICATION 

Number of Runs 100/50 
Generations per Run 100/400 
Population Size 0 - 500 (steps of 

50/100) 
Max depth (initial pop) 8 
Max depth (subsequent) 10 
Tournament size s 
Crossover Probability 0.9 
Mutation Probability 0.1 

For the raw fitness treatment, the population size was 
held, as before, at 500. The fitness sharing treatments 
reduced the population size in decrements of 50. 
Experiments were run for both the 6- and 11-
multiplexer problems. As in the previous series of 
experiments, the 6-multiplexer experiments were run 
for 100 generations, since the runs appear to be at or 
near convergence by then. The 11-multiplexer 
experiments were run to 400 generations; even this 
does not show full convergence in all cases, but 
computational limitations have precluded longer runs, 
and also limited the population step sizes to 100 (50 
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for the 6-multiplexer) and the number of runs to 50 
(100 for the 6-multiplexer). 

Table 15: GP Parameters for List Membership 
Population Size Experiments 

PARAMETER SPECIFICATION 

Number of Runs 100 
Generations per Run 200 
Population Size 0 - 1000 (steps of 

100) 
Max depth (initial pop) 8 
Max depth (subsequent) 10 
Tournament size 5 
Crossover Probability 0.9 
Mutation Probability 0.1 

For the list membership problem, in the raw fitness 
treatment, the population size was held at 1000. The 
fitness sharing treatments reduced the population size 
in decrements of 100. As in the previous series of 
experiments, the experiments ran for 200 generations. 

Further Results 
6-Multiplexer Results 

Table 16: 6-Multiplexer Size Comparisons 

Raw Shared 
500 500 450 400 350 300 250 200 150 100 50
84 1 0 0  1 0 0 98 99 99 97 91 89 74 5 2

The second row in the table shows the population size, 
the third the percentage of complete solutions over 
100runs. 
Figure 10 shows the error rate of the best individual, 
averaged over the 100 runs of each treatment (the first 
ten generations are omitted to permit reasonable 
clarity in the graph). The results show that there is a 
trade-off between the number of generations in the run 
and the population size. Fitness sharing with a 
population of 150 outperforms raw fitness with a 
population of 500 after about generation 50, but to 
obtain earlier high performance a larger population is 
required (and as previously discussed, the very early 
performance of raw fitness is marginally better than 
for fitness sharing, even with similar populations). 

- Raw Fitness 
0.3 

0.25 

O.2 

t: 0.15 

0.1 

0.05 

-- Shared Fitness 

1 0 20 3 0  4 0  5 0  6 0  70 80 9 0  100 

Generation 
Figure 10: 6-Multiplexer Size Comparisons 
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Table 17: 11-Multiplexer Size Comparisons 

Raw Shared 
500 500 400 300 200 100 
60 100 100 98 90 26 

The second row m the table shows the populatiOn stze, 
the third the percentage of complete solutions over 50 
runs. Stochastic noise has given slightly different 
values in columns 1 & 2 from those in table 7. 

0.4 
- Raw Fitness 
- Shared Fitness 

0.3 

.. 0.25 

0.2 

0.15 

0.1 

0.05 

50 100 150 200 250 300 350 400 
Generation 

Figure 11: 11-Multiplexer Size Comparisons 

Figure 11 shows the error rate of the best individual, 
averaged over the 400 runs of each treatment (the first 
ten generations are omitted to permit reasonable 
clarity in the graph). There is a trade-off between 
number of generations in the run and population size. 
Fitness sharing with a population of 200 outperforms 
raw fitness with a population of 500 after about 
generation 150. 

Table 18: List Membership Size Comparisons 

100 
19 

The second row in the table shows the population size, 
the third the percentage of complete solutions over 50 
runs. 

.. 
0.3 .. 

0.25 

0.2 

0.15 

0.1 

- Raw Fitness 
- Shared Fitness 

0.05 _ 
20 40 60 80 100 120 140 160 180 200 

Generation 
Figure 12: List Membership Size Comparisons 

Figure 12 shows the error rate of the best individual, 
averaged over the 200 runs of each treatment. Because 
of the oscillatory behaviour previously noted, the 
graph is more difficult to interpret, but it is clear that 
equivalent performance to the raw fitness runs is 
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achieved by fitness shared runs with roughly half the 
population size. 

100 
- Raw Fitness 

90 - Shared Fitness 

80 

70 

60 
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40 

30 

20 
0 50 100 150 200 

Generation 
Figure 13: List Membership Size Comparisons 

The 'runs incomplete' plot (figure 13) shows similar 
behaviour. There is a strong suggestion that the 
smaller population fitness shared runs have not yet 
converged after 200 generations, so that extended runs 
(which were not completed due to computational cost) 
might have reflected a stronger trade-off in favour of 
fitness sharing. 

Discussion 
Related Work 
A wide variety of other diversity-promoting 
mechanisms have been studied in the evolutionary 
community, among them island models [10], mating 
restrictions [3] and De Jong's crowding (reported in 
[3]). Of these, only island models appear to have 
widespread acceptance in genetic programming [1], 
with the emphasis being on their advantages for 
parallelism rather than for diversity preservation. In 
particular, fitness sharing was used by Langdon [4] in 
a number of experiments, but otherwise appears to 
have been little used in genetic programming. 
By comparison with island models, fitness sharing 
approaches to diversity directly promote variation 
within the population, rather than simply permitting 
sub-optimal populations to survive through isolation, 
hence they potentially provide greater opportunity for 
delaying convergence. On the other hand, implicit 
fitness sharing requires the computation of 
population-wide statistics in each generation, and 
hence is unattractive for parallel implementation . 
However fitness sharing and island models are not 
incompatible - fitness sharing may be attractive as an 
additional diversity-promoting mechanism within the 
individual demes of an island model. 
Further Work 
The experiments reported demonstrate that fitness 
sharing has a very significant impact on the 
performance of genetic programming on three classes 
of problems. 
As mentioned in earlier discussion, there is usually a 
short-term payoff in switching from fitness sharing to 
raw fitness, due to the increased eagerness of search. 
Thus mixed approaches, using fitness sharing early in 
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a run and raw fitness toward the end, offer potential 
benefits. The ramped approach used here shows one 
simple algorithm to exploit this, but many other 
approaches are possible. Investigations of a number of 
alternative approaches are currently under way. 
Further experiments are also in progress on combining 
fitness sharing with populations of partial functions, 
and with committee methods of population evaluation. 
The aim of fitness sharing is to maintain population 
diversity and thus delay convergence. But 
convergence is strongly associated with the 
phenomenon of bloat [6]. Thus one would expect 
delayed convergence to reduce bloat. Results from the 
above experiments do not support this expectation -
the tree depth profiles of the raw fitness and fitness 
sharing runs are almost identical. Interestingly, 
experiments combining partial functions and fitness 
sharing do show a modest reduction in bloat. 

Conclusions 
Implicit fitness sharing applied to genetic 
programming for the 6- and 11-multiplexer problems, 
the recursive list membership problem and the greater 
glider density prediction problem results in dramatic 
improvements in the error rate of learned functions. 
This reduction appears to be due to the ability of 
fitness sharing to maintain population diversity. 
Conversely, fitness sharing permits significantly 
smaller populations to achieve similar learning 
accuracy to larger populations using raw fitness. In the 
experiments reported here, reductions in population 
size of a factor of three were obtained, with a 
comparable reduction in computational cost - the 
incremental cost of computing the implicitly shared 
fitness was negligible. 
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Abstract 

In this paper, we investigate the use of genetic algorithms 
(GAs) for solving a class of constrained nonlinear integer 
programming models. Both binary and real coded genetic 
algorithms with seven different penalty functions are 
developed. The computational results for all seven penalty 
functions, with both GA codings, are compared and 
analysed. It is clear from the experiment that the 
performance of these methods varies a lot with the problem 
structure. 

Keywords: Nonlinear, integer, penalty function, genetic 

algorithms. 

Introduction 
Consider a general constrained nonlinear integer 
programming problem. There are several existing 
conventional methods to solve nonlinear program such as 
penalty function, barrier function, reduced gradient, and 
other methods. In the penalty and barrier function methods, 
the unconstrained subproblem becomes extremely ill-
conditioned for extreme values of the penalty/barrier 
parameters. Reduced gradient methods have difficulties 
following the boundary of high nonlinear constraints. 
These methods rely on local gradient information; the 
optimum is the best in the neighborhood of the current 
point. To enhance the reliability and robustness of the 
search technique in constrained optimization, a GA based 
search method incorporating several penalty functions is 
tested in this paper. 

We choose a GA as a heuristic because it is well known for 
its success and ease of implementation. Like the 
conventional optimization approach, the GAs used the 
penalty function method to convert the constrained 
problems into unconstrained problems. There are a number 
of methods available in the literature that have not been 
assessed in depth for their applicability for solving 
constrained optimisation problems. In this paper, seven 
penalty functions base GAs are investigated to find their 
suitability for solving a class of nonlinear integer programs. 

We use both binary coding and real coded genetic algorithms 
w i t h   different c r o s s o v e r s  and mutations. Usually the binary 
codmg 1s recogmzed as the most suitable encoding for any 
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problem because it maximizes the number of schemata 
being searched implicitly (Holland, 1975 and Goldberg, 
1989), but there have been many examples in the 
evolutionary computation literature where alternative 
representations have provided for algorithms with greater 
efficiency and optimization effectiveness when compared 
with identical problems (see e.g. articles by Back and 
Schwefel, (1993) and Fogel and Stayton, (1994) among 
others). Davis (1991) and Michalewicz (1996) comment that 
in many applications real-values or other representations 
may be chosen to advantage over binary coding. There does 
not appear to be any general benefit in maximizing implicit 
parallelism in evolutionary algorithms, and, therefore, 
forcing problems to fit to a binary representation is not 
recommended. In our case, the real coded genetic algorithm 
works better than binary coding. The detailed computational 
experiences are presented. 

The organization of the paper is as follows: following this 
introduction, this paper presents a brief introduction on 
penalty function methods and then on genetic algorithms. In 
section 4, a mathematical model is presented. In section 5, 
the different parameters for solving the model using GAs 
are discussed. The computational experiences are presented 
in section 6. Discussions and conclusions are provided in 
sections 7 and 8 respectively. 

Penalty Function Method 

The penalty function method converts the problem into 
an equivalent unconstrained problem and then solves it 
using a suitable search algorithm. In general a penalty 
function approach places the constraints into the 
objective function via a penalty parameter in such a way 
that it penalizes any violation of the constraints. The 
modified problem is known as a penalty problem. 

The solution to the penalty problem can be made 
arbitraily close to the optimal solution of the original 
problem by choosing the penalty parameter sufficiently 
large. However, if we choose a very large penalty 
parameter and attempt to solve the penalty problem, we 
may get into some computational difficulties of ill-
conditioning (Bazaraa and Shetty, 1979). With a large 
penalty parameter, more emphasis is placed on 
feasibility, and most procedures for unconstrained 
optimization will move quickly toward a feasible point. 
Even though this point may be far from optimal, 
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premature termination could occur. As a result of the above 
difficulties associated with large penalty parameters, most 
algorithms use penalty functions that employ a sequence of 
increasing penalty parameters. With each new value of the 
penalty parameter, an optimization technique is employed, 
starting with the optimal solution corresponding to the 
previously chosen parameter value. 

It is very difficult to choose an appropriate penalty 
coefficient (Michalewicz, 1995). A lower value of penalty 
coefficient means a higher number of iterations required to 
solve the penalty problem. The following seven methods, 
for selecting penalty coefficient, are used in this paper. 

Static Penalties 

The method of static penalties (Homaifar et al., 1994) 
assumes that for every constraint we establish a family of 
intervals that determine the appropriate penalty coefficient. 
It is clear that the results are parameter dependent. A 
limited set of experiments reported by Michalewicz (1995) 
indicate that the method can provide good results if 
violation levels and penalty coefficients are tuned to the 
problem. We use three levels of fixed penalty coefficients 
for each constraint: 0.5, 0.5x103 and 0.5x106. 

Dynamic Penalties 

Joines and Houck (1994) proposed dynamic penalties. The 
authors assumed that = (Ck)a, where C and a are 
constants. A reasonable choice for these parameters is C = 
0.5, and a = 2. This method requires a much smaller 
number (independent of the number of constraints) of 
parameters than the first method. Also, instead of defining 
several levels of violation, the pressure on infeasible 
solutions is increased due to the (Ck)a component of the 
penalty term: towards the end of the process (for high 
values of the generation number k) this component assumes 
large values. 

Annealing Penalties 

The method of annealing penalties, called Genocop 11 (for 
Genetic algorithms for Numerical Optimization of 
Constrained Problems) is also based on dynamic penalties 
and was described by Michalewicz and Attia (1994) and 
Michalewicz (1996). In this system, a fixed is used for 
all constraints of a given generation k, where = An 
initial temperature is set and is used to evaluate the 
individuals. After a certain number of generations, the 
temperature is decreased and the best solution found so 
far serves as a starting point for the next iteration. This 
process continues until the temperature reaches freezing 
point. 

Genocop proved its usefulness for linearly constrained 
optimization problems; it gave a surprisingly good 
performance for many functions (Michalewicz et al., 1994 
and Michalewicz, 1996). Michalewicz and Attia (1994) 
proposed the control parameters to be = 10. where 
= 1 and remains constant once it reaches 1x10-6 
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Adaptive Penalties 

Adaptive transformation attempts to use the information 
from the search to adjust the control parameters. This is 
usually done by examining the fitness of feasible and 
infeasible members in the current population. Bean and 
Hadi-Alouane proposed an adaptive penalty method in 
1992 which uses the feedback from the search process 
(see Michalewicz and Schoenauer, 1996). This method 
allows either an increase or a decrease of the imposed 
penalty during evolution as shown below. This involves 
the selection of two constants, and > > 1), to 
adaptively update the penalty function multiplier, and the 
evaluation of the feasibility of the best solution over 
successive intervals of Nf generations. As the search 
progresses, the penalty function multiplier is updated 
every Nf generations based on whether or not the best 
solution was feasible during that interval. 

The parameters were chosen to be similar to the 
above methods with N,= 3, = 5, = 10 and = 1. In 
our experiments, we increased the values always by 10. 

Death Penalty 

The death penalty method just rejects infeasible 
individuals. It can be interpreted as a truncation selection 
based on a(x) and then followed by a selection procedure 
based on f(x). In this method, the initial population must 
be feasible. In the expedments reported by Michalewicz 
(1995), it was shown that the method generally gives a 
poor performance. Also, the method is not as stable as 
others; the standard deviation of solutions returned is 
relatively high. 

Superiority of Feasible Points 

The method of superiority of feasible points was 
developed by Powell and Skolnick (1993) and is based on 
a classical penalty approach, with one notable exception. 
Each individual is evaluated by the formula: fp(x) = j(x) 
+ [  (x )  +  (t, x)], where is a constant; however, the 
component  ( t ,  x) is an additional iteration-dependent 
function that influences the evaluation of infeasible 
solutions. The point is that the method distinguishes 
between feasible and infeasible individuals by adopting 
an additional heuristic rule: For any feasible individual x 
and any infeasible individual y, fp(x) < fp(y) (i.e., any 
feasible solution is better than any infeasible one). The 
penalties are increased for infeasible individuals. The 
method performs reasonably well. However, for some 
case problems, the method may have some difficulty in 
locating a feasible solution (Michalewicz, 1995). 

Faster Adaptive Method 

In constrained optimisation, we have two things to do (i) 
satisfy the constraints (finding feasible solution) and (ii) 
opt1m1ze (maximizing/minimizing) the objective 
function. In the majority (in fact all) of the penalty 
methods, it is not clear whether the transformed fitness 
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function is ignoring the constraints (penalty coefficient 
too small), ignoring the objective function (penalty 
coefficient too large), or some combination of the two. 
We are interested in finding good objective values but at 
the same time we would like to ensure feasible solutions. 
Therefore, it is necessary to find a penalty coefficient 
which appropriately balances the dominance of the 
objective and penalty functions. By this we mean 
competitions which will be determined completely by the 
objective or the penalty functions. However, it is difficult 
to determine an exact optimal value for which will 
balance the dominance of the penalty and objective 
functions. Therefore, we use a simple method of 
approximating its value. This is done by simulating a 
number of competitions between randomly selected pairs 
and computing their corresponding critical penalty 
coefficients. The average of these computed critical penalty 
coefficients will then be used to determine the value for 
It is then used as the approximated value for which will 
decide the actual fitness value of an individual. In this 
manner the penalty coefficient is determined by the current 
population only. The details of the method can be found in 
Sarker et al. (2001). 

Introduction to GA 
During the last two decades there has been a growing 
interest in algorithms which are based on a principle of 
evolution - survival of the fittest. A common term, 
accepted recently, refers to such techniques as 
evolutionary computation (EC) methods. The best known 
algorithms in this class include genetic algorithms, 
evolutionary programming, evolution strategies, and 
genetic programming. There are also many hybrid systems 
which incorporate various features of the above paradigms, 
and consequently are hard to classify; they are generally 
referred to as EC methods (Khouja et al, 1998). The 
methods of EC are stochastic algorithms whose search 
methods model some natural phenomena: genetic 
inheritance and darwinian strife for survival. 

GAs follow a step-by-step procedure that rrum1c the 
process of natural evolution, following the principles of 
natural selection and "survival of the fittest". In these 
algorithms a population of individuals (potential solutions) 
undergoes a sequence of unary (mutation type) and higher 
order (crossover type) transformations. These individuals 
strive for survival. A selection scheme, biased towards 
fitter individuals, selects the next generation. This new 
generation contains a higher proportion of the 
characteristics possessed by the "good" members of the 
previous generation, in this way good characteristics are 
spread over the population and mixed with other good 
characteristics. After a number of generations, the program 
converges and the best individuals represent a near-
optimum solution. The GA procedure can be found in 
Michalewicz's treatment (Michalewicz, 1996). 

Test Problems 
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We consider the following two nonlinear integer programs 
which are slightly modified from Sarker et al (2001): 

Problem A 

Subject to 
x2x1  30 
x2x1 25 

x2 13 
x1 , x2 0 and integers 

Problem B 

M . . . Z 2x10 5 12xl06 l0x10 6 1 8 . 4 x l 0  6inimize =--+--+--+---
x4 X4X1 X 4 X 2  X4X3

+961x4 +250x4x1 + 1 2 0 x 4 x 2  +225x4X3 

Subject to 
5x4x1 + 2.2x4x2 + 3.6x4 x3 4000 
5x4xi+ 2.2x4 x2 + 3.6x4 x3 2000 

x4  2 0  

x 1,x2 , x3 , x4 0 and integers 

Solving the Model using Genetic 
Algorithms 
Two types of genetic algorithms were tested: a Simple 
Genetic Algorithm (SGA) and a Real Coded Genetic 
Algorithm (RGA). We generate binary strings to 
represent the variable values in the binary coding GA and 
real numbers in the real coding GA. The parameters 
required in defferent penalty methods as per the literature 
are as follows: 

Static Penalties: penalty coefficients used 0.5, 
0.5x10 3 and 0.5x106 

Dynamic Penalties: parameters used C = 0.5, a 
=2. 
Annealing Penalties: parameter selection = 
1/2 , k + 1  = 1 0 . k ,  where o =  1 and k  r e m a i n s  
constant once it reaches 1xl06

• 

Adaptive Penalties: parameters chosen Nf = 3, 
= 5, = 10 and = 1, and the values 

were increased by 10. 

We use a population size of 50, as commonly used by 
many researchers. The fitness function is the penalty 
objective function (original objective function plus the 
penalty function) in case of constrained optimization. For 
binary coding, each string is decoded into its decimal 
equivalent. This gives us a candidate value for the 
solution. This candidate value is used to calculate the 
fitness value. For real coding, we use the variable values 
directly. 
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We use two-point crossover as it is the general choice in 
many binary coding genetic algorithms since that 
minimizes disruptive effects (for further discussion on 
disruptive effects see Booker (1997)). We use a heuristic 
crossover for real coding GAs as suggested by Fogel 
(1997) and Michalewicz (1996). In this crossover, the 
operator generates a single offspring x3 from two parents x1 
and x2 according to the following rule: x 3 = rounded[r.(x2 
- x1) + x2], where r is a random number between 0 and 1, 
and the parent x2 is no worse than x1• Actually, when the 
generated value x3 is out of bounds (upper and lower 
bounds) it is set equal to the corresponding violated bound. 
Also, note that x1 and x2 are "parent variables" not parents. 
Also x3 is rounded to integer after crossing. This is not 
required for binary coding. Rounding is also performed 
after the mutation operator. 

We used Nonuniform mutation for real coding GA. In this 
mutation, we set the system parameter b ( =6r+ 1) that 
determines the degree of non-uniformity (see Michalewicz 
et al., 1994). 

All GA runs have the following standard characteristics: 

Probability of crossover: l.O 
Probability of mutation: 1/(string length of the 
chromosome) 
Population size: 50 
Number of generations in each run: 200 
Number of independent runs: 300 
for SGA: binary coding, two point crossover, and 
bit-wise mutation. 
for RGA: heuristic crossover and non-uniform 
mutations 

Computational Results 

We solved the models described in an earlier section using 
all seven different penalty function methods. The best 
solution found for Problem A was: Xt = 13 and x2 = 10 with 
Z = $l.8483E5 and for problem B was: x1 = 15, x2 = 15, X3 

= 19, and x4 = 19 with Z = $3.3531E5. The problem B was 
investigated by changing its right hand sides (RHS) as 
follows: 

Table I: Right hand sides of different test problems 

Problem number 
RHS 1 2 3 4 5 

of 
Constraint 

l 4000 3000 2000 1500 1300 
2 2000 1000 400 300 250 
3 20 18 17 15 13 

The results obtained for the five test problems defined 
above, using all seven methods, are reported in Table 2. 
The figures represent the number of times the solution 
approach hit the optimal solution out of 300 runs, 
expressed in percentage. Problem#! is a loose constrained 
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problem and Problem#5 is the tightest constrained 
problem considered as test problems. Problem#2 is 
tighter than Problem#!, Problem#3 is tighter than 
Problem#2 and so on. As shown in Table 2, the 
performance indicator (percentage of times hitting the 
optimum solution), for all methods, decreases as the 
constraints become tighter and tighter. 

Table 2: Percentage of times the optimum solution was 
obtained by different methods (for real coded GA) 

Problem number 
Method l 2 3 4 5 

Faster Adaptive l00  100 80 64 49 
Death Penalty 100 90 9 6 5 
Superiority of 36 30 7 3 2 
Feasible points 
Dynamic Penalty 100 100 76 52 42 
Annealing Penalty 100 100 74 54 41 
Static Penalty 100 100 78 58 37 
Adaptive Penalty 100 100 73 58 38 

The binary coding results for the first test problem are 0, 
1, 0, 1, 1, 1, and 4% respectively. The results are even 
worse with tighter constrained problems. Since they are 
mostly zero, it is not useful to show them in tabular form. 

The results, in terms of percentage of times the optimal 
solution was obtained, are always better with real coded 
GAs as compared to binary coded GAs for all seven 
penalty functions considered in this paper. All the penalty 
functions, except Superiority of Feasible Points, worked 
extremely well with real coded GAs for the first two test 
problems. The results are worse with tighter constrained 
problems as demonstrated in Table 2. The Death Penalty 
method along with Superiority of Feasible Points 
performed badly for tighter constrained problems. 
However, all seven penalty functions, with real coding 
GAs, provide unique optimal solutions for all the test 
problems. These solutions are acceptable irrespective of 
how many times the optimal solutions are generated in a 
single run. The binary coded GAs failed to produce any 
optimal solution for the tighter constrained test problems. 
The Faster Adaptive method seems a bit superior for the 
tighter constrained problems. 

Discussion 
In evolutionary computation, the most suitable encoding 
is always problem dependent. Goldberg (1990) has 
shown that the schema processing is maximum with 
binary coding when solving optimization problem using 
GAs. However, the maximization of the schemata being 
searched is not necessarily always useful, or may be even 
harmful (Fogel and Stayton 1994 ), and there is no 
compelling reason in a real valued optimisation problem 
to act on anything except the real values of the vector x 
themselves. Michalewicz (1996) indicated that for real 
valued numerical optimisation problems, real value 
representations outperform binary representations 
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because they are more consistent and more precise and lead 
to faster execution. 

In the binary string decoding, the decision variables are 
assumed to have a uniform search interval. For non-
uniform but defined search intervals, the above decoding 
function can be suitably modified. However, in real world 
search and optimisation problems, the allowable values of 
the decision variables do not usually follow any pattern 
(Deb, 1997). 

Most of the computation time is devoted to the time taken 
performing a function evaluation. The number of function 
evaluations is therefore a good indicator of the computation 
time required. However the binary coding takes about 15 to 
20% more computational time than the real-coded as it 
requires encoding and decoding of decision variables. It takes 
a few minutes to solve a test problem using all the methods 
used in this paper. 

Table 3: Comparison of transition parameters 

Parameter Binary Real Remarks 
coding coding 

Best Fluctuating Smooth Better value 
objective within a and slowly and 
value (best certain decreasing favourable 
individual) range after after 15 pattern for 

20 generation convergence 
generations in real 

coding 
Mean Fluctuating Smooth Favourable 
objective within a and slowly pattern for 
value certain decreasing convergence 

range in real 
coding 

Mean More or Decreasing Ensures 
penalty less stable after few feasible 
value within a generation solutions 

range of and quickly in 
substantial approaches real coding 
amount to zero 
after 10 after 60 
generations generations 

Penalty More or Fluctuating Good 
coefficient less stable until adaptation 

after 10 penalty in real 
generations value is coding 

zero 

For both binary and real coding, we compared several 
transition parameters in the first 200 generations of GAs in 
solving a tighter problem with the Faster Adaptive method. 
The comparison is tabulated in Table 3. 

Conclusions 
We considered a constrained nonlinear integer program. It 
is difficult to solve such a complex model using the 
conventional optimization algorithms. In this paper, we 
investigate the use of genetic algorithms (GAs) for solving 
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such a model. We used both binary and real coded 
genetic algorithms with seven different penalty functions 
reported in the literature. Five test problems were solved 
and the results were compared and analysed for all seven 
penalty functions with binary and real coded GAs. The 
real coded genetic algorithm works well compared to 
binary coding. The Faster Adaptive method works very 
well compared to the existing methods. Among the 
penalty functions, the Death Penalty method and 
Superiority of Feasible Points were found to be worse. 

More experimentation is required to ensure the 
performance of the Faster Adaptive method of calculating 
penalty coefficients. It also needs to test other types of 
constrained optimization problems such as models with 
continuous variables and mixed integer models. Some 
work should be performed to accelerate the convergence 
of the algorithm. Optimal parameter selection in GAs for 
a class of problems would be very interesting work. 
Developing a set of benchmark problems considering all 
extreme cases to judge the performance of penalty 
functions based GAs would provide a challenge for the 
future. 
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Abstract-Artificial Intelligence (AI) is playing an 
increasingly important role in the success or failure of 
computer games and the quality and complexity of the AI 
techniques employed in games is steadily increasing. The 
paper explores the use of AI in games focusing on 
difficulties faced by game developers and techniques that 
have proven useful. Particular attention is given to a 
recently released popular game that makes extensive use 
of AI. The paper highlights the potential benefits of 
collaboration between academic AI researchers and the 
games industry and specific focuses for potential 
collaboration are suggested. 

Keywords-artificial intelligence, fuzzy logic, video games 

Introduction 

I N recent years the video game industry has experienced 
exponential growth. Hardware changes have meant a 

great deal more raw-processing power is available to 
game-players in the home and increasingly, partly as a 
result of this trend, artificial intelligence (AI) is playing an 
important role in the success or failure of a game [3,6] 

The goal of the present paper is to facilitate 
collaboration between academic AI researchers and games 
developers by highlighting the potential benefits to both 
parties. To this end, the paper explores the manner in 
which AI has been used in games, the challenges games 
developers face when incorporating AI into games, the 
relative successes and failures of different AI methods 
which have been applied in particular games, and 
consideration is given to a particular game that is an 
excellent example of the successful use of AI techniques to 
make a game more appealing to users. Finally, the paper 
focuses on specific potential areas of collaboration for the 
academic AI community and the games AI community1

• 

The intended audience for this paper is people from a 
variety of backgrounds (particularly academic AI 
researchers and people from the video game industry). 
Thus, to facilitate understanding of domain specific terms, 
two appendices are provided; Appendix A defines terms 
associated with AI techniques and research and Appendix 
B provides a breakdown of game gemes with brief 
descriptions of each category of game. 

1 Readers interested in critical reviews focusing in greater 
detail on specific games AI issues are directed to the reference 
list of this paper (specifically references 35 and 36) and also to 
the publications listed on the AI wisdom website 
(http://www.AIWisdom.comlbydate all.html) 
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A Working Definition of AI 
Definitions of AI have been debated since the term's 

inception. For some researchers it is important that the 
definition of AI include only those techniques that actually 
reflect human cognitive processes [2]. For others, the 
defining factor is that AI techniques are able to solve 
problems that would require intelligence if solved by 
humans, irrespective of whether the techniques employed 
reflect human cognition [2,19]. It has also been suggested 
that for a definition of AI to be applicable, the most 
important criterion is that the system can adapt to or learn 
from its environment [19]. 

It seems that AI has progressed to the point where it 
cannot be considered to be a binary concept. Rather, in 
practice, the term refers to a spectrum of ideas ranging 
from a simple system that can perform only basic tasks to a 
fully adaptive system that is able to solve highly complex 
problems by using techniques that reflect the nature of 
human intelligence. 

It has been argued that the important criterion for 
successful AI in a game is that the non-player characters 
(non-player characters are all entities in the game which 
are not controlled by the user) display life-like attributes 
and thereby provide a challenge or an appearance of reality 
and intellect [6]. Thus, a working definition of AI for the 
purposes of the current paper need not include the ability 
to learn or the requirement that techniques employed 
reflect human processing. Rather, AI can be considered to 
include all techniques employed in an effort to make game 
elements appear 'smarter', more 'aware' or more 'lifelike'. 

Changes in the Importance of AI in 
Games 
Improvements in Graphics and Sound 

In recent years the quality of graphics and sound in 
games has improved exponentially. The improved 
graphical representation of characters on screen has meant 
that it is far easier for the user to discern nonsensical or 
questionable actions on the part of non-player characters 
[6]. Thus, it has become far more important that the actions 
of game controlled characters reflect an appropriate level 
of intelligence. 

More CPU Power Available for 
Implementing AI 

In the past, game AI programmers often felt that they 
were given insufficient CPU resources to complete their 
tasks [25]. The percentage of CPU power devoted to AI (as 
opposed to graphics) was often insufficient for any 
significant AI techniques to be employed [25,26]. Recent 
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trends have led to a situation where that is rarely the case 
any longer. As the specifications of the average home PC 
increase, the same percentage of CPU processing power 
allows far more advanced techniques that it did three years 
ago. Moreover, with the introduction of the graphics 
processing unit (GPU) the CPU is no longer responsible 
for the majority of the work associated with providing 
visuals for a game. This development has allowed a larger 
proportion of CPU power to be devoted to the 
implementation of AI [25]. 

Competition in the Games Market 
The games market is highly competitive and while in the 

past excellent graphics were enough to increase the 
likelihood of success for a game, in the present climate a 
high standard of graphics is assumed or expected [22]. 
Thus, the use of AI techniques has increasingly become a 
necessity in order for a game to stand out in the market. 
Moreover, as more games incorporate functional and 
impressive AI techniques, users' expectations and demands 
increase and a game that fails to employ effective AI is less 
likely to be well received [25] . 

The Use of AI in Games 
In the interest of exploring the use of AI in games this 

section considers some of the major AI techniques, the 
manner in which they have been used in specific games 
and some of the inherent strengths and weaknesses. The 
techniques are divided into those that are purely 'rules 
based' and those that make an attempt at learning or 
adapting to the player's behaviour. Discussion of games in 
which the player can modify the AI is also undertaken. 

Rules-Based Techniques 
Finite State Machines and Fuzzy Logic 

FSMs have often been used for controlling enemies in 
first person shooters (e.g., Doom, Quake) [29]. The FSM 
checks the environment and if, for example, it discovers 
that the player is in the room and that the player has not 
fired a weapon then it might decide to attack. FSMs remain 
common in games as they are familiar to games developers 
(particularly relative to more advanced AI technologies 
such as neural networks) and they are easy to test, modify 
and customize [25]. 

Increasingly, however there is a trend towards FuSMs 
that is perhaps unsurprising given that the use of fuzzy 
logic allows for recognition of non-binary conditions. 
FuSMs are used in the FPS game 'Unreal' to make the 
enemies appear reasonably intelligent. Based on elements 
of the battle situation, fuzzy logic is used such that enemy 
characters in Unreal can decide to run away when losing a 
battle, summon reinforcements, hide if wounded, and lead 
the player into ambushes [25]. 

Fuzzy logic has also been employed in the action game, 
'S.W.A.T. 2'. In the game, fuzzy logic is used to determine 
the tactical responses of enemy units based not only on the 
situation but also the 'personality' of the enemy unit. When 
fired upon, an enemy unit has a variety of alternative 
behaviours to choose from (flee, take cover, shoot back, 
shoot a hostage). Rather than determine the unit's 
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behaviour at random, the AI mechanism considers the 
character's pre-determined personality traits (aggression, 
courage, intelligence and cooperation) and depending on 
the various levels of these traits chooses the 'appropriate' 
reaction [27]. 

Another application of FuSMs can be in seen in 
'Civilisation: Call to Power' (CCTP). CCTP is a real time 
strategy game in which the player will encounter a number 
of different cultural groups. In order to imbue each 
different group with its own personality, the game 
developers implemented cascading FuSMs. The developers 
built a core AI engine but changed the decision thresholds 
depending on the personality of the group being 
represented [25]. This allows for the expression of varying 
approaches across groups without the need for separate 
lengthy code for each group. 

Techniques that Allow for Learning 
The type of problems involved in creating an AI system 

that 'learns' can vary greatly across genres. In fighting 
games the player generally only has a choice of up to 6 
buttons combined with different choices of direction. For 
these types of games it is feasible to create a database of all 
possible 'valid' button combinations as well as appropriate 
responses to each combination. Once the AI system notices 
a particular button combination is being repeated it can 
consult the database for the best response. In this way it is 
possible to create a character in a fighting game that is able 
to 'adapt' to the user's style of play. The simplicity of this 
sort of mechanism stems largely from the fact that the AI 
system need only be aware of the raw input commands that 
the player is entering. Other game genres present more of a 
difficulty. In a real time strategy game, for example, the 
raw input commands (on their own and without context) 
provide very little information about the player's behaviour 
and strategies [7] and it is impossible to create a database, 
such as the one mentioned above, which lists all possible 
player behaviours in the form of raw input commands. In 
strategy games, an effective AI system needs to be able to 
learn information such as the player's preferred style of 
unit or dominant method of attack. Such information can 
only be learned by the AI system if it is able to store 
knowledge of the player's behaviour at a more abstract 
level [7]. 

Neural Networks 
Neural Networks can be used as a means of updating the 

AI system as the player progresses through the game [29]. 
The major advantage of a neural-network-based AI is that, 
theoretically, the network can improve continuously, such 
that the player will constantly be challenged to change their 
style of play and must avoid reusing the same strategy 
repeatedly. 

Neural networks have been successfully implemented in 
a variety of games, including adventure games (e.g., 
Battlecruiser 3000AD), racing games (Dirt Track Racing), 
and strategy games (Fields of Battle). One interesting 
example of an AI system that relies on neural networks is 
'Battlecruiser 3000AD', in which every non-player 
character in the game is controlled by a neural network. 
Another example is Heavy Gear, an action game in which 
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the player controls a large mechanized robot. According to 
the game developers, neural networks are employed as a 
means of providing the robots with a 'brain'. In practice 
the neural network functions by improving the skills of the 
robot depending on the actions the player performs (e.g., if 
the player shoots a particular weapon regularly that 
weapon may begin to reload faster over time) [27]. 

Although used successfully in the past, neural networks 
provide a particular set of challenges to game developers 
and as a result, to date, their use has been limited [26]. 
Neural networks require the specification of valid inputs 
and outputs, and this can be a difficult task within the 
context of a game. Moreover, when unsupervised learning 
techniques are employed in a game, there is always the 
chance that the neural network will be trained into a state 
in which it performs badly. Thus, for game developers, 
even if they can successfully define the elements of the 
network, the possibility exists that the AI system will end 
up directing the non-player characters to behave in an 
obtuse or unintelligent manner. One solution to this 
problem is to include the option for the player to 'reset' the 
neural network parameters (i.e., return the parameters to 
their original, default values) [25]. 

Evolutionary Algorithms 
With the exception of Artificial Life technologies 

(considered below), genetic algorithms per se have not 
been used a great deal by game developers. Although they 
offer the benefits of an AI system that can evolve over 
time, many developers have suggested that genetic 
algorithms required too much CPU power and were too 
slow to produce useful results [25]. One noteworthy 
exception is the real time strategy game 'Cloak, Dagger, 
and DNA' (COD). In COD both the player and the non-
player characters have an associated 'DNA' strand that 
monitors and stores performance. A player has the option 
of evolving the DNA strands by placing them in 
tournaments with other DNA strands [27]. 

Artificial Life 
Traditionally, developers have reported difficulties as a 

result of the unpredictability inherent in artificial life 
techniques [25]. However, in late 1999 and 2000 a number 
of very successful games were released which employed 
artificial life techniques [26]. The value of artificial life 
techniques lie in the fact that they allow game developers 
to break down larger AI tasks into smaller sub-tasks. The 
core of artificial life techniques is the phenomena whereby 
more complex (non-explicitly programmed) global 
behaviours can been seen to result from the interaction of 
simple lower-level pre-programmed rules [26,31]. This 
phenomenon is referred to as 'emergence' [31]. An 
example is the use of 'flocking' techniques in which 
characters controlled by flocking algorithms simulate the 
movement behaviours of large groups of animals, the 
reasonably complex movement patterns emerge from three 
simple steering behaviours: separation, alignment and 
cohesion [31]. 

In the past, games that have used artificial life have 
tended to reflect the engines that drove them. That is, they 
focused on the breeding and evolution of small virtual 
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creatures. Indeed, some of the more successful examples of 
this sort of game come from a series titled 'Creatures'. 
Games in the 'Creatures' series require the player to hatch 
eggs that contain 'Noms'. The 'Noms' must be raised as 
virtual pets (with their own needs and the ability to respond 
to reinforcement) and if they survive they are able to 
reproduce. 'Beasts', a game currently being developed by 
the group who created the 'Creatures' series, promises to 
take the technology further by incorporating dominance 
hierarchies, realistic mating habits and complex social 
structures [34]. 

Increasingly, artificial life techniques are being 
incorporated in games other than creature-evolution style 
games (a sub-genre of simulation games). 'Nooks and 
Crannies' is a real time strategy game in which a player not 
only breeds and evolves creatures, they then use them to 
fight 'battles' against other evolved creatures [34]. Even 
further from the traditional use of artificial life 
technologies, are some of the games developed by 'Maxis', 
including 'The Sims' and 'Theme Hospital'. 'Theme 
Hospital' is a simulation style game in which the player 
must manage a hospital. Artificial life algorithms are used 
to simulate phenomena such as the movements and 
behaviours of staff and patients in the hospital [33]. 

Although, artificial life techniques are being 
incorporated into an increasing variety of games, it has 
been suggested that the more complicated techniques are 
too processor intensive for use in games that already 
require a moderate amount of power to run [27]. Virtual-
creature-style games have, to date, tended not to be too 
graphics intensive, and thus there is processing power 
available for implementation of the more advanced 
techniques. However, with the aforementioned trends of 
increasing power and the use of graphical processing units 
it seems possible that artificial life techniques will continue 
to be adopted across more resource intensive genres. 

Extensible AI 
The term 'extensible AI' refers to games in which the 

player can modify the existing AI implemented in the 
game. For example, in a first-person shooter, the player 
may be given the ability to determine how non-player 
characters in the game react to enemies. Extensible AI has 
proven very popular among users [20], however it can be a 
challenging feature to implement for game designers. Once 
users have the ability to change the AI programming in the 
game, several support and security issues arise. For 
example, how much support can realistically be provided, 
given that the ability to modify the AI may rely on 
programming knowledge? How do game companies 
prevent a situation in which a script is released which 
damages the user's computer? [25]. 

The first game to incorporate extensible AI was Quake 
[25,28,32] and so far the majority of games that feature 
extensible AI have been first person shooters (Unreal, Half 
Life, Quake) [25]. In these games the user is given control 
over the 'bots' (non-player characters) in the game; setting 
parameters such as level of aggressiveness or tweaking 
reactions so that, for example, the bots will jump over 
shots fired at their feet [32]. More recently, games from 
other genres (e.g., real-time strategy and role playing 
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games) have incorporated extensible AI and generally it is 
a feature that is well received [25,27]. 

Recent Innovations in Games AI : 
Lionhead Studios' Black and White 

Black and White (BA W) has been described as the latest 
big step forward for the art of game development [21]. 
Topping the sales charts for a number of weeks [24] and 
receiving remarkably positive reviews from a variety of 
sources, Black and White has proven to be a highly 
popular and successful game. Much of the game's 
popularity and success has been attributed to the AI system 
implemented throughout the game [21]. 

Through consideration of the nature of the game and the 
AI techniques employed it is possible to gain insight 
regarding what is currently possible using AI in games and 
which techniques have proven successful. Moreover, 
consideration of BA W, a game that makes a number of 
significant advances in the field of games-A!, leads to the 
realization of previously unconsidered ideas concerning 
new directions and potential applications for AI in games. 

Description of Game Content 
Lionhead Studios (the designers of the game) describe 

BAW as a god game packed with strategy [30]. BAW can 
be considered to fall within the simulation genre. The idea 
of the game is that the player takes control of the destiny of 
an entire world. Acting as the 'god' for the world, the 
player must rule over and look after the people inhabiting 
the world ('villagers'). As the player's rule progresses the 
villagers' prayer and worship increases the player's power, 
which in turn allows them to extend their influence further. 
The content of the prayers and requests the villagers offer 
determine the 'missions' that the player can undertake 
(e.g., to make crops grow, to harm enemies). The player 
can elect whether or not to help the villagers and more 
broadly can determine whether they will be a cruel or a 
kind god [21,30]. 

As a god, the player acquires a 'creature' that will carry 
out their bidding. The creature is capable of doing anything 
the player can do in the game and must be taught to behave 
in the manner that the player desires [16]. The creature can 
be thought of as the player's physical manifestation in the 
game world. Ultimately, the player must battle other gods 
who inhabit the world, and the player's creature must battle 
other creatures [30]. 

Description of Some of the AI 
Techniques Employed and Their Impact 
on Gameplay 
Creatures 

One of the goals mentioned by BA W developers was 
that the creatures in the game would be both plausible and 
malleable (i.e., be able to learn) [1]. In order to facilitate 
the realization of these goals the AI programmers for the 
game took into consideration the nature of real-life 
learning, practice, and reinforcement [16]. 

In an effort to make the creature plausible, BA W 
incorporates the Belief-Desire-Intention (BDI) architecture 

Australian Journal of Intelligent Processing Systems 

of an agent [1], a variation of the standard artificial life 
model [21]. In a BDI architecture, the beliefs of an agent 
are its model of the domain, its desires are the manner in 
which the agent prioritises possible states, and its 
intentions are the things the agent has decided to do [17]. 
In BA W, beliefs about objects are represented 
symbolically as attribute-value pairs for individual items, 
and as decision trees for classes of items, and desires are 
represented as perceptrons. To further strengthen the 
plausibility of the creatures in BAW, a creature cannot 
form a belief about an object unless it is possible based on 
the creature's perceptions of the object. That is, the 
creatures in BA W do not 'cheat', in the sense that they 
cannot access any information they have not gathered from 
their own 'senses' [1]. 

The malleability of the creatures in BA W is quite 
extensive as they are able to learn a variety of concepts in a 
variety of ways. The creatures in BA W are able to learn 
facts (e.g., the location of other villages), how to do things 
(e.g., how to fish), which desires to prioritise (e.g., eating 
is more important that attacking enemy villagers), which 
objects are most important for satisfying particular desires 
(e.g., which objects are good to eat), and which methods to 
apply in which situations (e.g., the best way to attack 
another creature). The sources of learning for creatures in 
BA W include the following: player feedback (a player can 
stroke or slap their creatures in order reinforce or punish 
their actions), player commands (if the creature is ordered 
to kill a certain villager it can extrapolate over time which 
kinds of villagers should be killed), observation of other 
characters (creatures can learn from observations of the 
player, other creatures, or villagers), and reflection (the 
creature can 'reflect' on an experience and consider how 
well a particular action satisfied the desire which motivated 
it) [1]. 

Villagers 
Villagers, unlike creatures, are unable to learn, but they 

have still been imbued with a reasonable degree of 
'intelligence'. The challenge for BA W developers was to 
ensure that the villagers behaved intelligently without 
compromising the speed of the game by using too much 
CPU power [16]. This was achieved by giving each 
individual villager unique desires, but placing them under 
the control of a larger 'group-mind'. The group-mind 
ascertains what needs to be done for the sake of the village 
and delegates the appropriate actions to specific villagers 
[21]. 

Thus, by employing artificial intelligence techniques and 
seeking to make characters that are both believable and 
able to learn, Lionhead studios were able to develop a 
notably popular and successful game. 

Future Directions for Games-AI 
Since the release of BAW, despite the games' success, 

there has been speculation on how the game might have 
been improved. Unsurprisingly, Richard Evans, one of 
BA W's AI programmers has suggested some of the most 
interesting ideas. In BA W, the creatures have a finite 
number of goals. The possibility exists for imbuing 
characters with the ability to construct goals themselves 
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[1]. Moreover, the creatures in BAW had only pre-
programmed means of satisfying their goals. Although 
more computationally expensive, it would be possible for 
agents to generate novel ways of satisfying their goals by 
exploring various options and considering the results of 
their actions [1]. Finally, although the creatures in BAW 
are reactive (they respond to events) and proactive (they 
form intentions based on their own desires) they are not 
able to anticipate. They never 'plan ahead' or consider the 
consequences of their own or others' actions [21]. An 
agent with the ability to 'anticipate' or consider the 
consequences of their own or others' actions would be 
more flexible and most likely would appear to be more 
intelligent than the creatures in BA W. 

Conclusions: Games AI and The 
Role of Academia 

It is clear that games-AI techniques have undergone 
marked changes and improvements in recent years. 
However, bottlenecks still exist and obviously, a great deal 
more is still possible. Concurrently, academic AI research 
continues to progress, albeit at a slightly less breakneck 
speed than the developments occurring in Games-Al. 
There is little reason to doubt that both communities could 
benefit greatly from collaboration. 

As Laird and van Lent point out [12], collaboration 
offers academic AI researchers an opportunity to conduct 
simulations in an increasingly realistic and powerful, 
ready-made environment. Computer games are inexpensive 
and reliable. Moreover, with more games incorporating 
extensibility, it is increasingly easy for researchers to adapt 
computer games to their needs. 

For games' AI developers, collaboration could be a 
means of dealing with the pressure to continually improve 
the standard of AI in games. Many of the AI techniques 
currently employed are unlikely to be suitable for larger-
scale, more ambitious projects [12]. In the past, games AI 
has often 'cheated' and provided only the illusion of 
human-like behaviour. Increasingly, the game-playing 
public expects more advanced AI techniques in games and 
they are less likely to be satisfied with the illusion of an 
intelligent character. In general, the game-playing public is 
starting to demand better AI [18] . However, due to the 
time-pressure inherent in games production, developers 
rarely have time to explore alternative methods or 
implement more risky techniques. Not only do academics 
have more time to research alternative techniques, they 
often have a very different perspective and a large 
knowledge base upon which to draw. 

As Pottinger and Laird [18] point out, games that 
include extensible AI are an easy entry point for academic 
researchers into games Al. Research by Laird and 
colleagues [ 10,11, 12, 18] has led to the creation of a 'bot' 
(a non-player character) capable not only of playing the 
FPS, Quake 2, but also of anticipating an opponent's 
actions. (The fact that members of the academic 
community have been exploring and implementing one of 
the ideas highlighted by BA W developer Richard Evans as 
an important advance, is in itself evidence of the 
advantages of collaboration). As more games begin to 
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incorporate extensible AI, similar academic research on 
games will be further facilitated. 

Another potential area of collaboration is the use of 
neural networks and evolutionary algorithms in games. 
Many games' developers have reported difficulties as a 
result of the amount of processing power these techniques 
require. Given the wealth of research conducted on such 
techniques in academia, it is possible that less 'greedy' 
techniques could be found that are suitable for use in 
games. 

The examples of collaboration mentioned above are 
drawn from a much larger pool of potential ideas. Given 
the advances already made in the game industry, the 
potential future developments, the wealth of knowledge 
that exists in academia, and the advantage to academics of 
ready-made simulation environments, it is clear that 
collaboration will benefit both parties. Given the relative 
dearth of collaboration thus far, this paper is designed not 
only to collate the available information and ideas, but also 
to provide a platform from which further collaboration can 
begin. 

Appendix A. Artificial Intelligence 
Related Terms 

It should be noted that disagreement exists regarding the 
definition of many of the terms listed below and what 
follows is not intended to be directive, rather it is an 
attempt to provide working knowledge for the reader less 
familiar with the area. 

Artificial Intelligence Related Terms 
Expert Systems 

Sometimes referred to as the greatest commercial 
success of AI, expert systems are AI programs that use 
knowledge to solve problems that would normally require 
a human expert [2]. Expert systems require access to a 
substantial domain-specific knowledge base in 
combination with one or more reasoning mechanisms with 
which to solve problems [19]. Theoretically, the AI 
employed in most games can be considered an expert 
system - the more commonly used control structures are 
based on finite state machines (FSMs) or fuzzy state 
machines (see below). 

Learning 
Learning involves changes to a system's internal 

parameters and/or structure, resulting from interactions 
between the system and 'the outside world' that lead to a 
change in the system's performance in the future [15]. It 
has been suggested that a machine cannot be considered to 
have intelligence unless it is able to learn [19]. 

Fuzzy Logic 
Fuzzy set theory was originally devised to provide a 

mathematical tool for dealing with concepts described in 
natural language. Fuzzy logic is a superset of conventional 
(Boolean) logic, which has been extended beyond the 
binary notion of true or false, to include the concept of 
partial truth [8,9]. For those unfamiliar with Boolean logic, 
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fuzzy logic can be thought of as a system able to deal with 
vague concepts such as 'fairly tall' or 'almost flat'. 

Finite State Machines 
FSMs consist of a set of states, a set of inputs, a set of 

outputs, and a state transition function. Based on the input 
and the initial state, the state transition function calculates 
a new state and a set of outputs [5]. The term 'finite' in 
FSM refers to a finite number of states which the system 
can occupy. (Fuzzy state machines (FuSM) perform the 
same function, but whether and how the status of the object 
is changed is based on Fuzzy Logic). 

Evolutionary Algorithms 
Evolutionary algorithms (EAs) comprise a family of 

algorithms that take inspiration from the principles of 
biological evolution. They make use of adaptive change in 
a population of computational agents to solve problems or 
model complex systems. Each agent is represented by a set 
of genes, which specify features of the agent. Populations 
of agents are evolved by selecting and replicating fitter 
agents, and recombining and/or mutating their genes to 
create new agents. A variety of selection and 
recombination operators have been studied. For 
optimization problems, EAs can be viewed as search 
procedures to find the fittest agents. One type of EA 
commonly used in games is the Genetic Algorithm (GA), 
which primarily uses crossover to create new agents in the 
population [14]. 

Neural Networks 
Artificial neural networks (NNs) are massively parallel 

networks of simple processing units. They were inspired 
by the massive connectivity of neural networks in 
biological brains. Nodes in a network represent units, 
connected by links. Knowledge is stored in weights 
(analogous to synapses) on these links. These weights are 
the modifiable parameters in the NN and are typically 
learned from patterns in its environment. The ability to 
learn gives NNs the power to acquire new behaviours, even 
to the extent of discovering ways of solving problems that 
their designers had not anticipated [ 4, 15]. 

Artificial Life (A-Life) 
Artificial life (Aiife) is the study of synthetic systems 

that show behaviours characteristic of natural living 
systems. Alife systems typically consist of populations of 
entities that interact using simple rules defined at a local 
level. Such systems exhibit 'emergent behaviour', whereby 
complex dynamics or higher-level functionality develops 
as a result of the interaction between lower-level 
mechanisms [13]. 

Appendix B. Games Related Terms 
A huge variety of games are currently available. To 

facilitate understanding for readers unfamiliar with the 
game industry, this section offers definitions of a number 
of game genres. The classifications offered are not 
intended to be exhaustive; depending on the criteria 
employed for classification different genre definitions 
could be generated). 
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Games Related Terms 
Action Games 

Action games generally involve the player guiding a 
protagonist through a series of levels (set in a virtual 
world) containing a variety of enemies. These games 
usually focus on the need for quick reflexes and refined 
hand-eye coordination. Perhaps the most prevalent form of 
action games is the first person shooter (FPS) in which the 
player views the virtual world from the perspective of the 
protagonist and uses a variety of weapons to overpower 
increasingly resilient enemies. 

Fighting Games 
Fighting games are based around the concept of physical 

combat between two characters. The plot is generally not 
an integral part of the game and all interaction takes place 
within a closed arena in which the two characters fight. 

Sport Games 
Sport games include virtual representations of a variety 

of sports (from basketball to skydiving). In team sports the 
player is generally only able to control one character at a 
time during gameplay, but this role is supplemented with 
input similar to that which would normally be provided by 
a coach. The degree of realism incorporated into sports 
games is highly variable. 

Racing Games 
Racing games include all games in which the player 

drives a vehicle in an effort to finish ahead of the other 
characters. Some racing games are modeled on real world 
racing events (e.g., car or motorbike racing) whereas others 
are far less realistic and incorporate elements such as the 
ability to shoot other competitors during the race. 

Adventure Games 
Adventure games tend to be plot-focused and involve 

activities such as exploration, information gathering and 
problem solving. They often require good hand-eye 
coordination and fast reflexes. 

Role Playing Games (RPGs) 
Derived from board games such as Dungeons and 

Dragons, RPGs generally focus on the player undertaking a 
quest. The quest may require the collection of items or 
information and battles with other characters. Often the 
improvement of the characters' skills and experience is an 
integral part of the game. 

Strategy Games 
Strategy games are based on the idea of a military-type 

battle scenario. The focus of the game is often the 
acquiring of resources, the building of defensive and 
offensive units (including both buildings and troops), and 
the organization and management of battles. The player 
almost always views the game from an overhead 
perspective. 

Simulation Games 
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Simulation games involve the player taking control of a 
virtual environment in which a number of organisms (often 
humans) are interacting (e.g., the running of a hospital, the 
building and management of a city). The player is 
responsible for managing the environment and thereby the 
environment's inhabitants. 
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possibly corresponds to meaningful objects. Extracted structure is examined 
for further structure, hence providing a hierarchical process. 

The investigated framework, referred to as the UpWrite, consists in its ideal 
form of localisation, amalgamation and representation phases. Initially, an 
image is examined locally to extract features which are used as low level 
primitives. These are analysed using one or several algorithms and 
amalgamated into higher level entities based on structure. The entities, 
possibly corresponding to meaningful objects, are represented in a chosen 
standard form. They may be classified or analysed locally in this new form for 
amalgamation and representation at an increasingly higher level of 
abstraction. Hence, the process is hierarchical, transforming numerous low 
level primitives into increasingly higher level objects. It is also intended to be 
generic, making few assumptions without image specific parameters, and 
while being automated, also allow a human to determine why a particular 
result was . produced. The application of the framework is demonstrated on 
three restricted decomposition problems. 

1. Anomaly detection: Grey scale images containing a few isolated defects or 
anomalous regions on an otherwise homogeneous background are 
investigated. With the focus on painted steel images containing subtle surface 
defects, the background is successfully identified and represented. The 
isolated anomalies are subsequently investigated by locally analysing the 
corresponding feature vectors. Extracted· structure is sufficient to classify 
images by defect type. 

2. Grey scale newspaper segmentation: The second restricted problem aims to 
decompose greyscale newspaper images into regions corresponding to 
background, pictures and text. Using the same feature extraction framework 
applied to anomaly detection, and identifying multiple objects rather than one 
single homogeneous background, the image is segmented. Results are very 
good, although subjective, across all images examined. The method compares 
favourably to segmentation using Gabor filters based on region prototypes. 
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3. Coloured natural scenes: Finally, the less restricted problem of segmenting 
coloured natural scenes is examined. Using the same type of low level 
primitives with the inclusion of a novel colour representation, a region 
growing segmentation algorithm amalgamates local features into spatially 
disjoint regions. The representations of these regions are used as predictors to 
amalgamate objects consisting of disjoint segments. Classification of 1000 
images from 11 categories yields 55.1 per cent accuracy. 

In all, this generic framework is successfully applied to three different 
problems. Numerous useful tools are developed which are applicable for a 
wide variety of image classification and recognition problems. Most 
importantly the adopted philosophy in association with these tools provides a 
powerful means for investigating new problems. 
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The recent advances in the microprocessor technology have made 
sophisticated guidance strategies practically implementable in search of 
advance and more effective guided weapon systems with on board 
processors. This thesis concentrates on the analysis and synthesis of missile 
guidance systems using Robust and Computer Control Techniques. 

Statisticallinearization and the Adjoint technique can successfully be used in 
the analysis of guidance systems with a saturation non-linearity in the control 
input. This not only prevents the use of computationally demanding Monte-
Carlo runs in system analysis, but also provides error budgets due to 
individual inputs in a single computer run. A mathematical justification to 
the technique of statisticallinearization can also be given. The concept Hoo 
Optimallinearization is novel, and a dynamic programming implementation 
of a technique in finding the worse case target maneuver (in the Hoo sense) is 
possible with the Hoo analysis using a simple saturation constrained missile 
model. 

In guidance system synthesis, a Hoo precision guidance controller can be 
compared with the traditional LQR type controller with a highly 
maneuverable target. The worst case design provides better missile 
performance with respect to terminal miss distances, as well as terminal 
attack angle. In the case of small desired attack angles, a Hoo tracking 
precision guidance controller performs satisfactorily. 
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The optimal guidance law for missiles with saturation nonlinearity in the 
control input can also be given in the precision missile guidance framework 
for the two dimensional motion of an arbitrary order missile system. This 
leads to the formulation of Proportional Navigation and Rendezvous for such 
systems in the context of precision missile guidance. 

For missile systems with bearing only measurement, a Robust Extended 
Kalman Filter (REKF) can be used as an estimator. The REKF emerges as a 
practical approximation to the solution of robust filtering for a class of 
nonlinear systems with solutions involving set valued state estimated 
obtained by solving a Hamilton-Jacobi-Bellman equation. These state 
estimators can be used with the preceding Hoo precision guidance controller 
successfully. 

Fuzzy logic Control (FLC) employing fuzzy if-then rules can model the 
qualitative aspects of human knowledge and reasoning process without 
employing precise quantitative analyses. A simple fuzzy logic controller with 
bearing only measurement as the control input provides satisfactory 
performance comparable to Hoo and LQR type controllers. 
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